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Abstract

Magnetic Resonance Imaging (MRI) and Computed Tomography (CT) are central to modern ra-
diotherapy. MRI provides excellent soft-tissue contrast, whereas CT provides the electron density
information required for accurate dose calculation in treatment planning. However, CT exposes
patients to ionizing radiation, adds cost, and introduces complexity due to the need for MRI–CT
registration. Therefore, Synthetic CT (sCT) generation from MRI has emerged as a promising di-
rection for enabling MR-only radiotherapy planning. Our project experiments with varying meth-
ods, including GAN based, Diffusion based, and foundation model based approaches. We con-
ducted this work in the context of the SynthRAD2025 Grand Challenge, which extends previous
efforts on brain and pelvis imaging (SynthRAD2023) to more complex regions such as head-and-
neck, thorax, and abdomen. We reproduced classic baseline models such as Pix2Pix (Isola et al.,
2017), CycleGAN (Zhu et al., 2017) and CUT (Park et al., 2020). We also experimented with Con-
tourDiff (Chen et al., 2024) which imposes a structural consistency to enforce similarity in body
contours, ResVIT (Dalmaz et al., 2022) which attends to global context via ViT and local context
via ResNet, DDIM (Song et al., 2020) a non-stochastic diffusion approach that reduced sampling
time while preserving reconstruction quality. Finally, leveraging pretrained latent representations
from NVIDIA’s MAISI foundation model (Guo et al., 2025) enables promising latent methods.
This allowed us to explore both latent-to-latent training schemes and direct latent-to-sCT map-
ping. The latent-to-latent approach achieved our best performance with an MAE of 158.8 ± 34.62,
though it introduced computational overhead due to encoding and decoding. In contrast, direct
latent-to-sCT mapping reduced computational overhead, but at the cost of accuracy. Overall, our
results highlight the trade-off between structural fidelity and efficiency across model families.
While our best performing models demanding additional resource allocation, they demonstrate
the potential of combining diffusion-based methods with large pretrained foundation models for
sCT synthesis.
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Chapter 1

Introduction

Magnetic Resonance Imaging (MRI) and Computed Tomography (CT) are the primary imaging
modalities in radiotherapy planning, each providing distinct advantages: CT can offer electron
density information for dose calculation, while MRI provides superior delineation of tumors in
soft tissues (De Pietro et al., 2024). However, reliance on both scans increases costs, introduces
registration errors and exposes patients to additional ionizing radiation from the CT scans.

To address these limitations, MR-only workflows have been proposed in which synthetic CT
(sCT) images are generated from their respective MRIs. This allows the dose calculation critical
for radiotherapy planning without the need of an additional CT scan. Early approaches have
however struggled with anatomical variations (e.g. air bubbles, different patient anatomies) and
limited transferability across body sections.

Early methods to replace CT guided radio therapy, as reviewed by Johnstone et al. (2018), were
introduced with research into bulk density override techniques (Schad et al., 1994), advances in
atlas-based techniques (Greer et al., 2011), and voxel to voxel translation via models based on
polynomial (Kapanen and Tenhunen, 2013) or probabilistic (Gudur et al., 2014) approaches.

Nunes and De Crevoisier (2021) review 57 studies, with a search window from 2010 until
March 2021, that apply deep learning to generate sCT, with Nie et al. (2016) cited as the first
publication applying a volumetric-FCNN approach.

Several commercial applications have been developed and evaluated in clinical workflows.
The Syngo_BD generator (Siemens) is based on a bulk-density method: tissues are classified into
a limited number of categories from MRI, and each voxel is assigned a corresponding Hounsfield
Units (HU) value. For pelvic imaging, this results in only five discrete HU levels, which con-
strains accuracy. The MRI Planner 1 employs a deep learning-based transfer function estimation
approach and has been approved for clinical use in the brain, head-and-neck, and pelvis. While
such devices demonstrate the feasibility of MRI-only workflows, they typically rely on costly pro-
prietary technology and are not validated across all anatomical regions.

1.1 SynthRAD2025
The lack of comparability between approaches is compounded by the use of inconsistent evalua-
tion metrics and unique datasets across independent studies, making a fair comparison difficult.
To address this issue, the SynthRAD Grand Challenges provide common datasets and bench-
marks for sCT generation. SynthRAD2023 (Huijben et al., 2024) focused on brain and pelvis

1See Spectronic Medical AB. MRI Planner: AI-driven synthetic CT and OAR delineation for MRI-only radiotherapy
planning: https://medical.spectronic.se/page-2/page6/index.html. [Accessed 29 Aug 2025].
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regions. The SynthRAD2025 challenge expanded this scope to the Head & Neck (HN), Thorax
(TH) and Abdomen (AB).

In this master's project, we participate in SynthRAD2025 to develop sCT models using a com-
mon dataset, to use their robust backbone for evaluating our results, and compare the perfor-
mance of various approaches. We focus on Task 1 of the challenge, in which the goal is to translate
from an MR to a sCT. Specifically, we investigate generative adversarial networks (GAN) (Good-
fellow et al., 2014), Residual Vision Transformers (ResViT) (Dalmaz et al., 2022), diffusion models
(ContourDiff (Chen et al., 2024), DDIM (Song et al., 2020)) and latent models, which operate on
the latent representation of MR and CT scans (Zheng et al., 2025). We compare our models us-
ing a common evaluation protocol and analyze how structural priors and architectural choices
influence the accuracy of such models.

1.2 Report Structure
The remainder of this report is structured as follows:

• Background (Chapter 2): Reviews MRI and CT imaging and their roles in radiotherapy,
discusses sCT approaches, surveys key generative models and architectures for sCT gen-
eration, explains key image similarity, geometric and dosimetric evaluation metrics, and
reviews the SynthRAD2023 and 2025 grand challenges.

• Data (Chapter 3): Describes the SynthRAD2025 dataset and the findings from our man-
ual and automated data analysis, detailes our extensive data engineering steps, including
artifact cleaning, masking, and normalization. It also outlines our initial efforts toward a
unified preprocessing pipeline.

• Approach (Chapter 4): Details our choice of models, how we extend prior work, and how
we implemented specific changes.

• Experiments (Chapter 5): Details our training regimes, including implementation specifics,
and sets the stage for evaluation.

• Results (Chapter 6): Presents the evaluation of our models, including quantitative metrics
and qualitative assessments.

• Discussion (Chapter 7): Reflects on the limitations of our work, explores potential exten-
sions, and situates our findings in the broader context of sCT research.

• Conclusion (Chapter 8): Summarizes our achievements and provides closing thoughts on
the contributions and future directions of this work.



Chapter 2

Background

Radiotherapy planning traditionally relies on CT imaging for dose calculation, as Hounsfield
Units provide the electron density information required for accurate treatment planning. How-
ever, the limited soft-tissue contrast of CT and the radiation exposure associated with repeated
scans motivate the increasing use of MRI. Further, MRI offers superior soft-tissue visualization
but cannot directly provide an electron density map, motivating the need for sCT generation in
MR-only workflows (Kim et al., 2015; Johnstone et al., 2018).

This chapter provides the necessary background for our work. We first review the imaging
foundations of MRI and CT and their role in radiotherapy. We then introduce the concept of sCT,
summarizing both industrial and academic approaches. Subsequently, we discuss generative
deep learning architectures commonly employed in sCT generation, including U-Nets, GANs,
ViTs, and diffusion models. Next, we present a leading foundation model in medical imaging
synthesis. We also present evaluation metrics for comparing sCT and CT images. We conclude
with an overview of the SynthRAD grand challenge, which provide the benchmark datasets used
in this project.

2.1 MR and CT
Magnetic Resonance Imaging (MRI) and Computed Tomography (CT) are the principle modali-
ties used in radiotherapy planning. Each provides complementary information: the CT supplies
the electron density maps required for dose calculation, while the MRI offers superior soft-tissue
contrast for target and organ-at-risk delineation.

2.1.1 Magnetic Resonance Imaging (MRI)
MRI leverages the nuclear magnetic properties of hydrogen protons. In the presence of a strong
external magnetic field, protons align with the field; radiofrequency (RF) pulses temporarily dis-
turb this alignment, and the subsequent relaxation produces measurable signals. The relaxation
times (T1, T2) vary across tissues, enabling excellent soft-tissue contrast. Importantly, MRI does
not involve ionizing radiation, making it particularly attractive for repeated imaging and adap-
tive radiotherapy. However, MRI intensities are not standardized across scanners or sequences,
and no direct relationship exists between MR signal intensity and electron density. This prevents
MRI from being directly used in radiotherapy dose calculation. 1

1See National Institute of Biomedical Imaging and Bioengineering (NIBIB). Magnetic Resonance Imaging (MRI):
www.nibib.nih.gov/science-education/science-topics/magnetic-resonance-imaging-mri.
[Accessed 31 Aug 2025].
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2.1.2 Computed Tomography (CT)
CT relies on X-ray attenuation to reconstruct volumetric images. During acquisition, the X-ray
source and detectors rotate around the patient, capturing multiple projections from different an-
gles for each slice. These projections form a sinogram, which is reconstructed into cross-sectional
images of the patient’s anatomy. Each voxel is assigned a value on the Hounsfield Unit (HU)
scale, where water is defined as 0 HU and air as -1000 HU. Because HU are standardized rela-
tive to water and air, they are largely scanner-independent, enabling direct comparison of scans
acquired on different systems. HU values correlate with electron density, making CT indispens-
able for accurate radiation dose calculations. Dense tissues such as bone attenuate more radiation
and therefore appear bright (high HU), while air-filled or less dense tissues such as lung appear
darker (low HU). Despite these strengths, the CT exposes patients to ionizing radiation and pro-
vides relatively poor soft-tissue contrast, complicating the delineation of anatomical structures.2

2.1.3 Complementary Roles
The dual-modality setup introduces systematic uncertainties due to registration errors and adds
cost and radiation dose. These drawbacks motivate the development of MR-only workflows, in
which CT is replaced by synthetic CT (sCT) generated directly from MRI.

2.1.4 Radiotherapy Workflows
MR-Guided Radiotherapy (MRgRT) MRgRT provides continuous imaging during irradiation,
allowing real-time tumor tracking and adaptive treatment planning.

MR-Only Radiotherapy In this setup, an sCT is generated from MR images to provide the elec-
tron density map required for dose calculation. The main challenge is ensuring that sCT accu-
rately reflects patient anatomy across varying conditions (e.g., bladder or rectal filling), which
otherwise complicates multimodal registration.

2.2 Synthetic CT (sCT)

2.2.1 Commercial Approaches
Several commercial systems for sCT generation are already in clinical use (Autret et al., 2023).
One example is Syngo_BD (Siemens, Munich, Germany), which employs a bulk density method
to assign discrete Hounsfield Unit (HU) values to tissue classes derived from MRI sequences. In
pelvic imaging, this approach produces CTs with five quantized HU levels, while for the brain it
uses probabilistic classification to yield a continuous HU spectrum ranging from −1000 to 1096
HU.

Another widely adopted solution is MRI Planner (Spectronic Medical AB, Helsingborg, Swe-
den), which applies a deep learning-based transfer function estimation algorithm. This system
has been clinically validated for use in brain, head-and-neck, and pelvic applications 3.

Siemens has also developed Syngo_AI, which integrates a U-Net-like encoder-decoder ar-
chitecture with a conditional GAN to reconstruct synthetic CT, particularly evaluated in brain

2NIBIB Computed Tomography:
www.nibib.nih.gov/science-education/science-topics/computed-tomography-ct.
[Accessed 29 Sep 2025].

3Spectronic Medical AB, MRI Planner, see footnote 1.
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imaging. Finally, Therapanacea’s MR-Box (Paris, France) generates sCT using ensemble self-
supervised GANs with cycle consistency, although published evaluations of its performance re-
main limited (Autret et al., 2023).

While commercial systems demonstrate clinical feasibility, they rely on proprietary methods,
are often expensive, and their effectiveness varies across anatomical regions. Moreover, their per-
formance is sensitive to acquisition protocols and scanner variability, which limits generalizability
and adoption.

2.2.2 Research Approaches
Research on sCT generation initially explored atlas-based and patch-based methods, but these
approaches required extensive preprocessing and often struggled with anatomical variability
(Aouadi et al., 2025). With the rise of machine learning, convolutional neural networks (CNNs)
and generative adversarial networks (GANs) became widely used, enabling more accurate and
efficient synthesis (Sherwani and Gopalakrishnan, 2024). More recently, vision transformer (ViT)-
based and diffusion models have been proposed, offering improved structural fidelity and ro-
bustness, though often at the cost of higher computational demands.

Despite these advances, a common limitation remains: most models are trained on restricted
datasets (specific centers, scanners, or body regions) and thus lack generalization to diverse clini-
cal scenarios.

2.3 Generative Models and Architectures

2.3.1 UNET
As illustrated in Figure 2.1, the U-Net architecture is not a generative model itself but a CNN-
based encoder-decoder design that serves as a widely used backbone in generative frameworks
(Ronneberger et al., 2015). Originally developed for biomedical image segmentation, the U-Net
employs a symmetric encoder-decoder pathway with skip connections. The encoder compresses
spatial dimensions while extracting hierarchical features, and the decoder reconstructs the image
resolution, with skip connections preserving fine-grained spatial details. This combination makes
U-Net particularly effective for image-to-image translation tasks such as MRI-to-sCT synthesis.

Several SynthRAD2023 teams employed U-Net variants, often extending its design. For in-
stance, Hatamizadeh et al. (2022) replaced the convolutional encoder with a Swin Transformer
backbone (Liu et al., 2021), addressing the limited receptive field of CNN kernels and enabling
improved long-range dependency modeling. Motivated by its proven success in this domain, we
also adopted U-Net-style architectures as the backbone of several of our models.

2.3.2 GAN
Generative adversarial networks (GAN), as introduced by Goodfellow et al. (2014), are a gener-
ative model class consisting of two sub-networks, a generator and a discriminator, that follow a
game theoretical approach to optimizing opposing objectives. If the generator model is presented
with white noise inputs, it’s objective is to create a synthetic sample that is indistinguishable from
a real sample. The discriminator model has the objective to classify whether each sample is real or
not. The overall objective is for both networks to find a local Nash equilibrium (Ratliff et al., 2013)
optimizing their parameters in such a way to minimize their respective loss function. Generators
in vanilla GANs are generating samples based on white noise, while Mirza and Osindero (2014)
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Figure 2.1: U-NET ARCHITECTURE. Schematic of the U-Net (Ronneberger et al., 2015) encoder-decoder
structure with skip connections. The contracting path captures hierarchical features, while the expanding
path reconstructs spatial resolution. Skip connections transfer fine-grained information directly across the
network, which is particularly important in medical image-to-image translation tasks such as MRI-to-sCT
synthesis.

introduce conditional GANs that allow for the generator to accept either a label and white noise
or a sample in a different modality (Isola et al., 2017; Balaji et al., 2019) to generate a sample from
the target distribution.

The adversarial nature of GANs poses some challenges. Among those challenges, as Dur-
gadevi et al. (2021) describe, are mode collapse, vanishing or exploding gradients, or nonconver-
gence. No one player in this game must faster find a local minimum and prevent the opposing
network from developing the capabilities to also converge into an acceptable state.

Conditional GAN variants were among the most widely adopted approaches utilized in Syn-
thRAD2023. A common variant is the PatchGAN discriminator (Chen et al., 2023), which, unlike
a vanilla GAN that classifies an entire image as real or fake, evaluates overlapping local patches
independently. This design encourages the network to focus on high-frequency structures and
local consistency, making it particularly effective for medical imaging tasks where fine anatom-
ical boundaries must be preserved. Enhancements such as wavelet-based PatchGANs further
improved the reconstruction of sharp details, including bone edges and air cavities (You et al.,
2023).

Another frequently used variant is the CycleGAN (La Greca Saint-Esteven et al., 2023), which
enables unpaired image-to-image translation. Since paired MR-CT datasets are difficult to obtain
in practice, CycleGAN’s cycle-consistency loss ensures that an MR image translated into CT and
then back into MR remains structurally faithful to the input. This property makes CycleGAN
particularly robust to domain shifts across different scanners, protocols, and patient cohorts.

CUT (Contrastive Unpaired Translation), introduced by Park et al. (2020), is a GAN-based
image-to-image translation model designed as a simpler alternative to CycleGAN. Instead of en-
forcing a strict cycle-consistency loss, CUT uses a contrastive objective at the patch level: patches
from the input and output images are encouraged to stay similar, while being contrasted against
unrelated patches. This contrastive learning strategy helps the network preserve local spatial de-
tails and fine anatomical structures, which is particularly important in MR-to-sCT translation. By
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Figure 2.2: VISION TRANSFORMER (VIT) ARCHITECTURE. Introduced by Dosovitskiy et al. (2021)

avoiding cycle-consistency, CUT is more lightweight than CycleGAN and better suited for sce-
narios where only limited paired data is available.

Overall, GAN-based methods achieved strong performance in sCT generation, excelling at
preserving anatomical details and realistic textures. However, their adversarial training objective
is prone to instability and mode collapse, which can limit clinical reliability.

2.3.3 Transformers
Transformers were originally proposed for natural language processing (NLP) tasks (Vaswani
et al., 2017) as an alternative to recurrent and convolutional sequence models. The key innovation
is the exclusive reliance on the self-attention mechanism, which allows the model to weigh relation-
ships between all elements in a sequence simultaneously, regardless of their distance. This enables
efficient modeling of long-range dependencies, which is critical in both language and vision tasks.
A typical transformer layer consists of multi-head self-attention, which computes contextualized
representations by attending to different subspaces of the input, followed by feed-forward layers,
normalization, and residual connections. While originally designed for sequential text data, the
same principle can be adapted to images by representing them as sequences of patches.

Vision Transformers (ViTs) (Dosovitskiy et al., 2021) introduced a new paradigm for visual rep-
resentation learning by treating images as sequences of non-overlapping patches. As illustrated
in Figure 2.2, the image is split into patches, which are embedded and passed through transformer
encoders. While highly successful in natural image domains, their global patch-based approach
was found to be too coarse for the precision needed in medical image synthesis, particularly in
tasks such as sCT generation where fine-grained structural consistency is critical. Moreover, the
quadratic computational complexity of self-attention with respect to sequence length makes scal-
ing ViTs to full-resolution 3D medical data impractical.

To address the complexity issues, hierarchical architectures such as the Swin Transformer
(Liu et al., 2022) were proposed. By restricting self-attention to local shifted windows, Swin
significantly reduces complexity while still allowing cross-window interactions, thus capturing
long-range dependencies with manageable memory cost. In the SynthRAD2023 challenge, sev-
eral teams leveraged Swin-based architectures, like SwinUNETR (Hatamizadeh et al., 2022), as
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replacements for CNN bottlenecks, reporting improved structural similarity and generalization
across centers (Huijben et al., 2024).

2.3.4 Residual Vision Transformer
The Residual vision transformer (ResViT) (Dalmaz et al., 2022) is a conditional GAN model archi-
tecture implementing a sub-network that shares some similarities with the hybrid ViT introduced
by Dosovitskiy et al. (2021). This sub-network is the aggregated residual transformer (ART).
Whereas the original hybrid ViT prepends the vision transformer with a ResNet (He et al., 2016)
sub-network, the ART block prepends the ResNet sub-network with an optional vision trans-
former. Without the optional vision transformer, the ART block equates to a ResNet block. This
ART block is stacked nine times within the information bottleneck, while on stack 1 and 6 the
vision transformer is enabled. This information bottleneck is now replacing the U-Net (Ron-
neberger et al., 2015) based information bottleneck within the Pix2Pix architecture introduced by
Isola et al. (2017).

The information bottleneck contains stacked ResNet blocks, where the first ViT follows after
the convolutional downsampling of the encoder with no skip connection while the second ViT,
in layer 6, follows after the ResNet of layer 5. Figure 2.3 showcases the ART block, which is
stacked. With the ART block, convolutions to model local dependencies, and ViT to model global
dependencies (Liu et al., 2024), are combined.

ResViTs generator loss is a linear combination of the L1 loss, also known as MAE loss, a pixel-
to-pixel loss, helping to preserve low frequency details, introduced by Isola et al. (2017), and
the MSE loss, as defined in Section 2.5.1, combined with a magic value of 1. The loss function
accept the real CT, denoted as y and the reconstructed, synthetic CT, denoted as ŷ. The similarity
metrics are now tunable via their respective λ parameters as showcased in Equation (2.1). To
avoid confusion, regarding the classical x, y notation. x denotes the MRI from which the sCT ŷ is
reconstructed.

The discriminator D infers whether the sCT output of the generator G, (ŷ = G(y)), is real. The
respectively chosen MSE-loss or BCEWithLogits-loss is applied as lcriterion. The combined loss
takes the chosen criterion, and image similarity via MAE/L1-loss, into consideration.

Lgenerator(y, ŷ) = λcriterion · lcriterion(D(ŷ), true) + λL1 · lL1(y, ŷ) · 1. (2.1)

When not opting to use the loss function introduced by Mao et al. (2017) for the least squares
generative adversarial networks (LSGAN), as per default parameters when utilizing the ResViT
repository, the vanilla GAN loss is used, which is the binary cross entropy (BCE) loss.

The respectively chosen MSE-loss or BCEWithLogits-loss is applied as lcriterion. The combined
loss function for ResViT is given as:

Ldiscriminator(y, ŷ) = (lcriterion(D(y), true) + lcriterion(D(ŷ), false)) ·
1
2

· λadversarial. (2.2)

2.3.5 Diffusion Models
Diffusion models have recently emerged as a powerful alternative to GANs for generative tasks.
Unlike GANs, diffusion models offer more stable training and produce highly realistic and struc-
turally faithful images. The core idea of diffusion models is to model image generation as the
reversal of a gradual noising process. The forward process is a Markov chain that starts from
a clean image and adds Gaussian noise over T steps until the image distribution approaches
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where ε ∼ N (0, I) is the Gaussian noise added to the clean image x0, and εθ
(√

ᾱt x0 +
√

1 − ᾱt ε, t
)

is the model’s prediction for the noise added at timestep t, with the noise schedule scaler ᾱ.
An important property of DDPM is that the reverse process is a stochastic, Markovian chain;

as seen in Figure 2.4, xt−1 is sampled using variance σ2
t . This stochasticity controls the amount

of randomness and enables diverse outputs. However, due to the nature of DDPM, it requires
all training steps to be reversed, which is thousands of denoising steps to produce a single high-
quality sample.

Figure 2.4: DENOISING DIFFUSION PROBABILISTIC MODEL (DDPM) ALGORITHM. Both algorithms
for training and inference (Ho et al., 2020).

Denoising Diffusion Implicit Models (DDIM)

Song et al. (2020) address the sampling speed inefficiency of DDPMs by replacing the stochas-
tic and Markovian reverse process with a deterministic and non-Markovian sampling. DDIM
achieve 10 to 50 times faster inference compared to DDPM, while maintaining sample quality.

During the reverse process, the update of a noisy sample xt into a slightly less noisy sample
xt−1 can be expressed as:

xt−1 =
√

αt−1 x̂0︸ ︷︷ ︸
predicted signal

+
√

1 − αt−1 − σ2
t ε(t)

θ (xt)
︸ ︷︷ ︸

direction toward xt

+ σtεt︸︷︷︸
random noise

. (2.4)

And when

σt =
√

1 − αt−1

1 − αt

√
1 − αt

αt−1
, (2.5)

the forward process becomes Markovian, and the generative process becomes a DDPM. Setting
σt = 0 for all t > 1 in Eq. (2.4), removes the randomness in sampling and makes the process fully
deterministic. The deterministic and non-Markovian nature enables training a model with large
number of forward steps, while during inference only a subset of these steps can be used, which
explains the sample generation time between DDIM and DDPM. Another benefit of DDIM over
DDPM is consistency: starting with the same initial latent variable, samples would have similar
high-level features.

ContourDiff

ContourDiff (Chen et al., 2024) is a diffusion-based framework designed for unpaired image-
to-image translation. Its central idea is to guide the denoising process with structural priors,
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For sCT generation from MR, operating in a 3D latent space is particularly advantageous: the
encoder removes details and noise specific to scanning modality, and the diffusion U-Net focuses
on reconstructing anatomically consistent latent volumes. Recent 3D LDM variants demonstrate
this in practice: Zheng et al. (2025) translate whole-body MR to CT by (i) translating in latent
space, (ii) anchoring anatomical structure, and (iii) enhancing detail with wavelet modules and
attention in the denoiser, yielding improved PSNR/SSIM and lower MAE for bones and soft
tissue. Kim and Park (2024) propose an adaptive 3D LDM with switchable normalization layers to
map a single source modality to multiple targets without patching, showing strong multi-modal
MRI translation and providing a design pattern for modality-aware conditioning in 3D. Khader
et al. (2023) further validate 3D latent diffusion for medical volumes, highlighting efficiency and
improved anatomical plausibility over GAN baselines.

2.4 MAISI Foundation Model
MAISI (Medical AI for Synthetic Imaging) is a foundation model recently proposed by NVIDIA
for 3D CT volume synthesis (Guo et al., 2025). Unlike task-specific generative networks, MAISI is
trained at scale on a diverse collection of MR and CT from multiple anatomical regions and can
be adapted for various downstream tasks.

MAISI consists of a Variational Autoencoder (VAE) used to encode and decode MRs and CTs
into latent volumes; a diffusion model used to generate synthetic CTs; and a ControlNet used to
for task specific conditioning of the diffusion model. In our work, we only use the pre-trained
weights from the VAE and do not use the diffusion model or the ControlNet. The weights for the
VAE were published before March 2025, making it eligible for use in SynthRAD2025.

The MAISI VAE is trained on a combination of perceptual loss, adversarial loss, and L1-
reconstruction loss, together with KL regularization of latent features towards a standard normal
distribution. Given a spatial volume x ∈ RC×D×H×W , where C denotes the channel dimension
and (D, H, W ) the depth, height and width dimensions respectively, the MAISI VAE encoder E
generates a latent volume, while the VAE decoder D generates a reconstruction of the original
volume from the latent representation:

E(x) = z ∈ R4C× D
4 × H

4 × W
4 , (2.6)

and
x̃ = D(z) = D(E(x)), (2.7)

where x̃ is the reconstructed volume. Note that MR and CT volumes have 1 channel and latent
volumes 4 channels. Moreover, because the MAISI VAE is trained to operate patch-wise in both
encoding and decoding direction, the volume is compressed while retaining anatomical structures
in latent space (see Figure 2.7). Moreover, the VAE can encode and decode scans of arbitrary
spatial dimensions (Guo et al., 2025).

The MAISI VAE, as evaluated on novel datasets, outperforms or matches dedicated VAEs
trained on reconstruction tasks (Guo et al., 2025). Therefore, the pre-trained MAISI volume com-
pression network can be relied on to provide high-quality latent MRs and CTs and reconstructions
across body regions, obviating the need to train a specialized model.

Although the VAE is trained on CT and MRI data, the decoder is not modality-conditioned:
it reconstructs the input volume from the respective latent volume agnostically of modality. The
latent space is therefore shared across CTs and MRs, but they are not interchangeable. Conse-
quently, the latent space is shared across modalities, encouraging the encoder to capture domain-
invariant anatomical structures as well as modality-specific features. This design prevents us
from using MAISI directly for modality translation, requiring instead to either (i) translate be-
tween latent representation (Real-MR → Latent-MR → Latent-CT → sCT) or (ii) from latent MR
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(a) MRI (b) CT

(c) Latent MR (4 channels)

(d) Latent CT (4 channels)

Figure 2.7: COMPARISON OF REAL AND LATENT SLICES. Median axial slices of (a) real MRI and
(b) real CT, with the respective latent MR slides in (c) and latent CT slices in (d). While channels 1
& 2 each seemingly encode detailed anatomical structures, it is less clear what channels 3 & 4 encode.
SynthRAD2025 training-set, patient ID: 1ABA005.

directly to sCT (Real-MR → Latent-MR → sCT). Nevertheless, the volume compression reduces
produces latent representations that are smaller than the original volumes, dramatically lowering
memory usage and computational cost for such approaches.

2.5 Performance Metrics

The evaluation of sCT generation is commonly divided into three categories (Thummerer et al.,
2024): (1) image similarity metrics, (2) geometric accuracy metrics, and (3) task-specific dosimetric
metrics. The SynthRAD challenges (Huijben et al., 2024) standardized these measures to ensure
fair model comparison across centers and modalities.
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2.5.1 Image Similarity Metrics
Image similarity measures directly compare the voxel intensities of the sCT with the correspond-
ing ground-truth CT (Huijben et al., 2024), preprocessed as described in Section 3.3. Let y ∈
RH×W ×D denote the ground-truth CT volume and ŷ ∈ RH×W ×D the generated sCT. For conve-
nience, we flatten these arrays into vectors of length N = H · W · D, so that yi and ŷi denote the
intensity values of the i-th voxel.

Mean Absolute Error (MAE) The MAE quantifies the average voxel-wise intensity difference:

MAE =
1
N

N∑

i=1

|ŷi − yi|. (2.8)

Mean Squared Error (MSE) and Root Mean Squared Error (RMSE) The MSE penalizes large
errors more strongly:

MSE =
1
N

N∑

i=1

(ŷi − yi)2, (2.9)

RMSE =
√

MSE. (2.10)

Peak Signal-to-Noise Ratio (PSNR) PSNR measures fidelity relative to the maximum possible
intensity Imax:

PSNR = 10 · log10

(
I2

max
MSE

)
. (2.11)

Structural Similarity Index (SSIM) SSIM evaluates perceptual similarity by combining lumi-
nance (l), contrast (c), and structural (s) terms:

SSIM(ŷ, y) = [l(ŷ, y)]α · [c(ŷ, y)]β · [s(ŷ, y)]γ , (2.12)

with
l(ŷ, y) =

2µŷµy + C1

µ2
ŷ + µ2

y + C1
, c(ŷ, y) =

2σŷσy + C2

σ2
ŷ + σ2

y + C2
, s(ŷ, y) =

σŷy + C3

σŷσy + C3
, (2.13)

where µ, σ, and σŷy denote means, standard deviations, and covariance.
Each of these metrics captures a different notion of similarity, and no single measure is suffi-

cient on its own. Voxel-wise metrics such as MAE (Eq. (2.8)) and MSE (Eq. (2.9)) provide simple,
interpretable measures of intensity fidelity, but they are sensitive to outliers and do not always
correlate with perceived image quality. RMSE (Eq. (2.10)) further emphasizes large errors, which
is helpful for detecting strong local deviations but may over-penalize isolated mismatches. PSNR
(Eq. (2.11)) expresses reconstruction accuracy relative to the dynamic range of the data and is
widely used in image processing, but it inherits the same limitations of MSE and can be mislead-
ing when structural errors dominate. SSIM (Eq. (2.12)) instead compares local luminance, con-
trast, and structural patterns, making it more aligned with perceptual quality and clinically rele-
vant anatomical fidelity. For this reason, recent challenges such as SynthRAD2025 have adopted
multi-scale SSIM (MS-SSIM) to assess consistency across spatial resolutions.

Because each metric emphasizes different aspects of similarity (absolute intensity accuracy,
error magnitude, perceptual structure), a comprehensive evaluation requires reporting all of them
in parallel.
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2.5.2 Geometric Accuracy Metrics
Geometric metrics compare the reconstructed volume and morphology of relevant tissue struc-
tures, going beyond voxel-wise intensity differences. They are particularly important in radio-
therapy, where accurate delineation of targets and organs-at-risk (OARs) directly impacts dose
calculation and treatment safety. OARs are healthy anatomical structures (e.g., spinal cord, blad-
der, rectum, optic nerves) that should be spared from excessive radiation during treatment plan-
ning. Preserving their geometry in synthetic CTs is essential for ensuring that treatment plans
remain clinically viable.

Dice Similarity Coefficient (DSC) To compute the Dice score, both the ground-truth CT and
the synthetic CT are segmented into regions of interest, such as bone, soft tissue, or specific OARs
using deep learning models. According to the SynthRAD2025 design (Thummerer et al., 2024),
TotalSegmentator (Wasserthal et al., 2023) is used for thorax and abdomen regions and a custom
trained nnU-Net (Isensee et al., 2021) for head & neck regions. Segmentation produces binary
masks, where each voxel is labeled as belonging to the structure (1) or not (0). If A denotes the
binary mask of a structure from the reference CT and B the corresponding mask from the sCT,
the Dice score is defined as

DSC(A, B) =
2|A ∩ B|
|A| + |B|

. (2.14)

This metric measures the volumetric overlap between the two segmentations: a value of 1 indi-
cates perfect agreement, while 0 means no overlap.

High DSC values imply that anatomical structures are faithfully preserved in the sCT, which
is critical for accurate dose planning. However, Dice is sensitive to small structures (e.g., optic
nerves), where even minor misalignments can cause large decreases in the score. Therefore, DSC
is often reported alongside other metrics (such as surface distance measures) to provide a more
complete assessment of geometric fidelity.

2.5.3 Task-Specific Dosimetry
Ultimately, the clinical goal of sCT generation is accurate dose calculation. Image similarity or ge-
ometric fidelity alone are insufficient: even small intensity errors can lead to clinically unaccept-
able treatment plans if they alter the computed dose distribution. Therefore, SynthRAD includes
task-specific dosimetric evaluations (Thummerer et al., 2024).

Dose Calculation Pipeline In clinical radiotherapy, the treatment planning system (TPS) com-
putes a three-dimensional dose distribution based on the patient’s CT scan. This requires the
conversion of Hounsfield Units (HU) into electron density, which is then used to model radiation
transport through tissues. When evaluating sCTs, the same process is repeated: first, the patient’s
treatment plan is applied to the sCT, and the TPS calculates a corresponding dose distribution.
Let DCT ∈ RN denote the reference dose distribution derived from the ground-truth CT, and
DsCT ∈ RN the dose distribution obtained from the synthetic CT, where N is the total number of
voxels within the patient volume.

Absolute and Relative Dose Deviations Voxel-wise deviations between DsCT and DCT can be
measured as

∆Dabs =
1
N

N∑

i=1

|DsCT
i − DCT

i |, ∆Drel =
1
N

N∑

i=1

|DsCT
i − DCT

i |
DCT

i
. (2.15)
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Here DsCT
i and DCT

i denote the dose values at voxel i in the synthetic and ground-truth CT dose
distributions, respectively. The absolute deviation captures average dose errors in physical units
(e.g., Gray), while the relative deviation normalizes errors by the local reference dose.

Gamma (γ) Analysis Gamma analysis (Low, 2010) is widely used in clinical practice as it simul-
taneously considers spatial alignment and dose difference. For each voxel i in DsCT, the gamma
index is defined as

γ(i) = min
j

√√√√
(

‖ri − rj‖
∆d

)2

+

(
DsCT

i − DCT
j

∆D

)2

, (2.16)

where ri and rj are the spatial coordinates of voxels i and j, ∆d is the spatial tolerance (typically
2-3 mm), and ∆D is the dose tolerance (e.g., 2-3%). A voxel passes the test if γ(i) ≤ 1, and
the overall gamma pass rate is reported as the fraction of passing voxels. This provides a more
clinically relevant measure than pure voxel-wise differences, since both anatomical shifts and
dose mismatches are accounted for.

Dose-Volume Histograms (DVHs) DVHs summarize the distribution of delivered dose across
a volume of interest (e.g., tumor target or OAR). For each structure, the DVH curve plots the
percentage of its volume that receives at least a given dose. By comparing DVHs derived from
DCT and DsCT, one can assess whether the synthetic CT enables clinically equivalent treatment
planning. For instance, deviations in target coverage (planning target volume, PTV) or OAR
sparing directly quantify clinical acceptability.

2.5.4 Structural Bias Metric
In addition to voxel-wise and geometric metrics, structural bias quantifies systematic differences
in anatomical shape between modalities. Each image y (ground-truth CT) or ŷ (synthetic CT)
can be associated with a binary mask m(y) or m(ŷ), which highlights the location of a structure
of interest (e.g., bone, organ-at-risk). These masks capture shape and position rather than raw
intensity. Here, m(y) and m(ŷ) are binary segmentation masks (same spatial size as the images)
with 1 on the structure of interest (e.g., bone, organs, tissue) and 0 elsewhere.

Formally, structural bias is defined as the expected L2 distance between masks sampled from
each domain:

StructB = Em(y) Em(ŷ) ‖m(y) − m(ŷ)‖2. (2.17)

Intuitively, StructB measures how much the average anatomical outline in one domain con-
sistently differs from the other (e.g., legs separated in CT vs. merged in MR). Since computing
this double expectation is expensive, a tractable lower bound is obtained by comparing the mean
masks of each domain:

̂StructB = ‖ m(y) − m(ŷ) ‖2, (2.18)

where m(y) and m(ŷ) are the empirical averages of all masks in each domain.
Finally, to account for mask sparsity and structure size, a normalized version is used:

̂StructB =
2 ‖m(y) − m(ŷ)‖2√

N
(
Avg[m(y)] + Avg[m(ŷ)]

) , (2.19)

with

Avg[m] :=
1
N

H∑

i=1

W∑

j=1

mi,j , N = H · W. (2.20)
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Here, N is the number of pixels per mask. A high value of ̂StructB indicates large systematic
structural differences between modalities, while low values suggest closer anatomical correspon-
dence.

2.6 SynthRAD
SynthRAD2023 The SynthRAD2023 Grand Challenge (Huijben et al., 2024) benchmarked syn-
thetic CT (sCT) generation methods for radiotherapy across multi-center data and standardized
evaluation protocols. Two tasks were defined: MRI→CT (MR-only workflows) and cone-beam
CT (CBCT)→CT, each with brain and pelvis subtasks.

The challenge adopted the evaluation metrics introduced in Section 2.5, including masked
image similarity metrics (MAE, SSIM, PSNR), geometric fidelity, and dose-based metrics (gamma
analysis, DVHs, dose deviations). This ensured that participating methods were assessed not
only on image fidelity but also on their impact on treatment planning accuracy.

Submissions followed two phases: a validation phase, in which participants computed met-
rics locally on masked datasets, and a test phase, in which Dockerized inference pipelines were
submitted for evaluation on held-out data using both image and dose metrics.

To provide baselines, the organizers included two bulk-density assignments: a “water” base-
line (all voxels assigned water-equivalent HU) and a “stratified” baseline (voxels stratified into
tissue classes with fixed HU values). Teams had to outperform the water baseline on all metrics
to be ranked.

Key findings from SynthRAD2023 (Huijben et al., 2024) were: (i) top teams achieved high
SSIM (MRI→CT: ≥ 0.87–0.90) and gamma pass rates (≥ 98% for photons, ≥ 97% for protons);
(ii) image metrics did not consistently correlate with dose accuracy, underlining the necessity
of dose evaluation; and (iii) transformer-based encoders (e.g., Swin/ViT hybrids) outperformed
plain CNNs or GANs on image similarity, while inference times averaged 5.2 ± 2.8 minutes per
case on the challenge infrastructure.

SynthRAD2025 SynthRAD2025 extends the benchmark with larger, multi-center data and a
stronger emphasis on standardized masked image metrics and dose recalculation for clinical rel-
evance.4

2.6.1 Submission Container for Model Evaluation

The challenge organizers provide a GitHub repository5 with a template project that enables partic-
ipants to easily build a Docker6 container. Docker containers are layer based and built by defining
steps in a Dockerfile. Once a container is built, it requires only an installed docker runtime,
and in our case access to a GPU, to run the application or code contained within. The containers
are then executed within the challenge environment for evaluation, allowing the organizers to
assess performance while keeping their test data private.

4See the official site for current details: https://synthrad2025.grand-challenge.org/synthrad2025/.
5https://github.com/SynthRAD2025/algorithm-template
6https://www.docker.com/
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2.7 Hyperparameter Optimization
Hyperparameter optimization refers to the process of systematically selecting the optimal set of a
model’s hyperparameters with respect to a given metric that is either maximized or minimized.
Hyperparameters, such as learning rate, regularization strength, or model architecture, can sig-
nificantly influence both the quality of the results and the efficiency of training. As experiments
are conducted, tracking the chosen hyperparameters, training metrics, and evaluation metrics is
crucial for reliable analysis.

2.7.1 Metric Tracking
Some experiments in this work utilize Optuna (Akiba et al., 2019). This framework provides
functionality for tracking training and evaluation metrics, analyzing the outcomes of experiments,
identifying optimal hyperparameter configurations, and estimating the relative importance of
hyperparameters.

2.7.2 Efficient Parameter Space Exploration
The Tree-structured Parzen Estimator (TPE) (Bergstra et al., 2011) is a Bayesian optimization
method commonly employed for hyperparameter search. Instead of exhaustively searching the
hyperparameter space, TPE models the distribution of good versus poor configurations and se-
lects new hyperparameters by maximizing the expected improvement. In this work, the TPE is
applied to optimize performance metrics as defined in Section 2.5.

2.7.3 Hyperparameter Importance
The functional analysis of variance (fANOVA) (Hutter et al., 2014) is used to quantify the contri-
bution of hyperparameters to model performance. It relies on an empirical performance model
(EPM) based on random forests to explain how much of the performance variance in the configu-
ration space can be attributed to individual hyperparameters. This method is used by Optuna to
define the variables importance.



Chapter 3

Data

3.1 Acquisition
Thummerer et al. (2025) provide a full description of the acquired dataset. The study has been
independently approved by their respective center’s institutional review boards or medical ethics
committees.

3.1.1 MRI
Center A used a Philips Ingenia v5.4-7 with field strenghts of 1.5T and 3T. Center B used a
ViewRay MRidian with a field strenght of 0.35T. Center C used a Philips Marlin and a Siemens
Avanto with field strengths for both of 1.5T and 3T. Center D used Siemens Skyra and Siemens
Prisma with a field strenght of 3T.

3.1.2 CT
Center A used a Philips Big Bore and a Siemens Biograph40. Center B used a Toshiba Aquil-
ion/LB. Center C used, from Philips and Siemens, the following models: Brilliance, Big Bore,
Biograph40, Somatom Go.Open Pro. Center D used, both from Siemens, a Somatom Definition
AS and a Somatom go.Open Pro.

3.2 Data Description
We use the MR→CT (Task 1) dataset supplied by the SynthRAD2025 challenge. The cohort is
predominantly adult and no gender-based inclusion/exclusion was applied by the organizers.
All data are de-identified and site provenance is anonymized.

Clinical Sites Although the overall challenge aggregates data from five European hospitals,1 the
specific MR→CT subset made available to us comprises four anonymized clinical sites, denoted
A-D. Site D was distributed under a restricted license.

1The public challenge spans Radboud UMC (Nijmegen, NL), UMC Utrecht (NL), UMC Groningen (NL), University
Hospital Cologne (DE), and LMU University Hospital Munich (DE). The mapping between these institutions and the
anonymized site labels used in the released data is not provided.
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Table 3.1: DATASET COMPOSITION. Dataset composition by anatomy, site, and official split (train/vali-
dation/test).

Anatomy Center Training Validation Testing

Abdomen (AB)

A 65 10 25
B 91 14 35
C 19 3 8
D - - -

Head & Neck (HN)

A 91 14 35
B - - -
C 65 10 25
D 65 10 25

Thorax (TH)

A 91 14 35
B 91 14 35
C - - -
D - - -

Total 587 89 223

Pairs and Splits In total, our copy of the dataset contains 899 paired MR-CT studies. Data
are stratified by clinical site; within each site, the organizers provided approximately 65% for
training, 10% for validation, and 25% for the hidden test set. Exact counts per site and split
are summarized in Table 3.1. The valiation and test-set labels are not available to participants; all
official scores on the them are computed on the challenge server.

Scope Task 2 (CBCT→CT) is part of SynthRAD2025 but involves different acquisitions and
does not necessarily include the same patients as Task 1. Our study focuses exclusively on Task 1
(MR→CT).

Volume Size Heterogeneity and Impact on Modeling A further challenge in the SynthRAD2025
dataset is the large heterogeneity in volume sizes across patients and anatomical sites. As illus-
trated in Figure 3.1, sagittal and coronal dimensions can vary more than twofold across scans.
This variability has direct consequences for learning-based approaches, since GPU memory con-
straints prohibit training models on arbitrarily large volumes without prior resampling.

This issue is particularly relevant for our latent-to-sCT (L2sCT) approach, which generates
outputs on fixed canonical latent grids (32×128×128 or 64×256×256). After decoding into these
standardized volumes, synthetic CTs are resampled back to each patient’s native voxel spacing.
Without such a strategy, cross-patient training would be infeasible, and model outputs could not
be directly compared voxel-wise. Thus, the observed variability in voxel dimensions motivated
the canonical grid design of our L2sCT pipeline (cf. Section 5.5.3).

3.3 SynthRAD2025 Preprocessing Steps
Thummerer et al. (2025) unify the four centers patients volume into one dataset. The code for this
preprocessing is provided via public GitHub repository2.

2https://github.com/SynthRAD2025/preprocessing
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Figure 3.1: VOXEL DIMENSIONS PER REGION. Box-and-whisker plots showing the distribution of voxel
counts along sagittal, coronal, and axial axes for Abdomen (AB), Head & Neck (HN), and Thorax (TH).

All patient volume MR-CT pairs are rigidly registered using the Elastix3 framework. For the
head and neck modality, defacing was applied by a TotalSegmentator4 based auto-segmentation
model to preserve the privacy of patients. The relevant areas are then set to the background
intensity of 0 for MRI and -1024 for CT. All patient volumes were resampled to a consistant
voxel spacing of 1 × 1 × 3 mm. The outline mask was generated for the MR modality by using
histogram-based thresholding, followed by morphological erosion and dilation. The thresholding
value for some patients were manually adjusted. The masks were dilated for all volumes so
resulting models would not rely on the mask as outline but accurately reconstruct those outlines
themselves. All volumes are cropped to a maximum of 10 pixels outside of their masks. Volumes
were saved to the MetaImage format with a data type of INT16.

3.4 Data Analysis
We begin our work on dataset with a detailed manual analysis, systematically reviewing each ax-
ial slice to identify and mark images with artifacts. To improve efficiency, reproducibility, and en-
able a configurable degree of filtering, we subsequently develop an automated analysis pipeline.
While both approaches share overlapping capabilities, each also contributes unique findings:
manual inspection excels at identifying subtle artifacts such as MR banding, anatomy mismatch,
and patient rotation; whereas automated analysis reliably flags systematic issues like metallic ar-
tifacts or histogram irregularities. Because of this complementarity, we present both processes
in detail. As we experimented with several variations, we introduce the main approaches here,
while the specific adaptations and configurations are described in the implementation details of
each approach and experiment.

3.4.1 Manual Analysis
We systematically examine each axial slice in every scan to identify and remove artifacts resulting
from the imaging process. These artifacts are typically grouped into the following categories:

(i.) Artifacts, (ii.) Hotspots, (iii.) Banding , (iv.) Histogram intensity skews, (v.) Anatomy mis-
match (missing lung, etc.), (vi.) Metallic implants, (vii.) Motion blur (usually caused by breath-
ing), (viii.) Field of view (cropped scans, common at the start or end), (ix.) Registration mismatch,

3https://elastix.dev/
4https://totalsegmentator.com/
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(a) Total counts per issue category (b) Included vs. excluded scans

Figure 3.2: ANNOTATION SUMMARY. (a) showcases that scanner based artifacts, hotspots and banding
were among tho most identified reasons for excluding slices while, (b) showcases, that only 24 full volumes
were completely excluded.

(x.) Other ((a.) Rotations, (b.) Multiple areas in scan, i.e. HN and TH combined, (c.) Anomalous
objects (tubes, arms on chest, etc.))

To facilitate comparative exploratory analysis, an IPyWidgets based tool, sitk3dView5 which
is based on ImageSliceViewer3D6, was developed. This tool supports a workflow where one
can step through CT and MR volumes simultaneously and record slices to be excluded and com-
ments to a .json file.

To ensure consistency for paired training, slices exhibiting any of the aforementioned artifacts
were removed from both the CT and the corresponding MR scan. Abnormal intensity values
were manually identified by comparing the histogram of each individual scan to the aggregated
histogram of the working dataset. In total, 2,483 slices were excluded based on these criteria, not
including those removed due to the exclusion of entire scans. Additionally, 24 complete scans
were discarded due to pervasive artifacts throughout the volume, as shown in Figure 3.2. While
these problematic cases were excluded from the training data, full patient volumes were retained
in both the training and validation sets to ensure proper evaluation.

3.4.2 Automated Analysis
We implement a comprehensive automated data analysis pipeline to systematically assess MR-CT
pairs prior to training. Its purpose is to automatically identify and characterize problematic cases,
evaluate optimal exclusion criteria, and derive robust preprocessing parameters for downstream
models. The pipeline is designed with flexible configuration, allowing re-evaluation of inclusion
thresholds to balance strict quality control with broader dataset coverage.

Automated Outlier Analysis

In the first stage, each patient’s CT, MR, and anatomical mask were analyzed to extract descrip-
tors. From CT, we measured intensity statistics such as mean, standard deviation, and extreme
percentiles. Metallic artifacts are identified by locating high-HU regions and measuring both their

5https://github.com/sCT-Masters-Project/sct_mp_preprocessing/blob/main/visualization.
py

6https://github.com/mohakpatel/ImageSliceViewer3D
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(a) Banding (b) Collapsed Lung / Mismatch
Anatomy

(c) Field of View

(d) Ghosting (e) Hotspot (f) Tooth Implant

Figure 3.3: SCAN ARTIFACTS. Representative examples of common scan issues identified during manual
review.

size and persistence. MR intensity distributions were also assessed to capture underexposed or
flat regions. The given Region of Interest (ROI) are then highlighted with overlays on images.

Alignment between MR and CT was quantified using Normalized Mutual Information (NMI)
(Studholme et al., 1999), defined as

NMI(X, Y ) =
H(X) + H(Y )

H(X, Y )
, (3.1)

where H(X) and H(Y ) denote the entropies of CT and MR, and H(X, Y ) their joint entropy. NMI
was computed over the whole volumes within the anatomical mask on the original alignment
and again after an optional rigid refinement step, with the difference ∆NMI recorded as a quality
indicator.

We also evaluated mask coverage, border contact ratio, and the air fraction. Together, these
features provided a detailed picture of data consistency and possible field-of-view misalignments.

Outlier detection was then performed using multiple strategies:

• Percentile-based rules, flagging cases outside cohort distributions.

• Median Absolute Deviation (MAD) z-scores (Leys et al., 2013), defined as

zi =
0.6745 (pi − median(p))

MAD(p)
, (3.2)

where
MAD(p) = median (|pi − median(p)|) , (3.3)

pi is the value of the feature under investigation for patient i, and the median and MAD are
taken across all patients for that same feature. Table 3.2 lists all features MAD z-scores are
calculated for.



24 Chapter 3. Data

• Isolation Forest analysis (Liu et al., 2008), to detect multivariate anomalies.

Table 3.2: LIST OF FEATURES MAD Z-SCORES ARE CALCULATED FOR. Region of interest (ROI) is
used to describe masked regions. All threshold values are configurable.

Feature name Feature description
ct_mean Mean HU of CT in ROI
ct_std Std. of CT HU in ROI
ct_p95 95th percentile CT HU (ROI)
ct_p99 99th percentile CT HU (ROI)
ct_p999 99.9th percentile CT HU (ROI)
frac_ct_ge_primary Fraction of ROI voxels with HU ≥ 2900
frac_ct_ge_secondary Fraction of ROI voxels with HU ≥ 3000
largest_component_mm3 Volume of largest high-HU component (mm3)
roi_voxels Number of voxels in ROI
spacing_x_mm, spacing_y_mm, spacing_z_mm Voxel spacing along x, y, z (mm)
mr_mean Mean MR intensity in ROI
mr_std Std. of MR intensities in ROI
nmi_ct_mr NMI between CT and MR volumes (ROI)
air_frac Fraction of ROI voxels with HU ≤ –800
streak_ratio_near_metal Dark voxel fraction near metal
nmi_pre NMI before rigid refinement
nmi_post NMI after rigid refinement
delta_nmi Post-pre NMI difference

Based on the analysis results, each patient is labeled as GREEN, YELLOW, or RED. RED cases
also have text descriptions of the findings (e.g., “low CT–MR similarity,” “large metal burden,” or
“mask overlaps air”). These texts are manually mapped in the code: if a given rule is triggered,
the corresponding phrase is shown. Flagged patients and their key findings are saved into sum-
maries and overlay images, so manual inspection could focus only on the relevant scans rather
than reviewing the entire dataset. An excerpt from the automatically generated CSV is shown in
Table 3.3. An example flagged slice is illustrated in Figure 3.4.

Per-Patient Artifact Analysis
In the second stage, we performed deeper analyses to validate and explain findings from Sec-
tion 3.4.2. While the first stage provided broad indicators and simple summaries, the second
stage focused on per-patient visualization of specific issues. For each flagged case, we created
slice-level composites showing CT, MR, and the anatomical mask together, with problematic re-
gions explicitly marked (e.g. metallic components highlighted in red, streak regions annotated, or
minimal intensity MR areas shown). These composites allowed the reviewer to directly compare
the artifact in CT with its appearance in MR and its relationship to the mask, making manual
confirmation both faster and more reliable.

CT Metal & Implant Detection High-HU components were segmented and measured in mm3

to detect implants. Concretely, our code applies a primary HU threshold within the anatomical
ROI to create a binary map of metal-like voxels. We then run 3D connected components on this
map (using image spacing), compute per-component volumes, and filter by a minimum physical
size (e.g., ≥ 5 mm3) to suppress tiny, likely spurious detections. The volume is computed as

Vmm3 = Nvox · sx · sy · sz, (3.4)
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Figure 3.4: OUTLIER-BASED METAL ARTIFACT DETECTION. The detection automatically identifies and
stores regions of interest for manual review.

where Nvox is the component voxel count and (sx, sy, sz) are the voxel spacings in mm. We also
record persistence across slices (vertical span), centroids, and bounding boxes to support targeted
visualization.

CT Metal-Induced Streak Quantification To quantify artifacts around metal, we compute a
streak ratio by dilating the metal mask in 3D to form a neighborhood and then measuring the
fraction of voxels in that neighborhood below a dark threshold (e.g., Tdark = −900 HU):

Rstreak =
#{v ∈ neighborhood | I(v) ≤ Tdark}

#{v ∈ neighborhood}
, (3.5)

where larger Rstreak indicates stronger metal-related artifacts. An example of metal induced streaks
is shown in Figure 3.5. We report this alongside component volumes and spans to filter out clini-
cally relevant cases.

MR Implant Confirmation To confirm metal findings from CT, we examine the MR signal within
CT-high components. If the MR standard deviation inside a component is very low (e.g. std. < 3),
the MR is effectively flat or suppressed in that region, consistent with susceptibility-related signal
dropout around metal, where susceptibility refers to how strongly a material distorts the surround-
ing magnetic field, leading to loss of MR signal. These candidates are recorded for focused manual
confirmation, as shown in Figure 3.5.

Registration and Mask-FOV Quality We assess registration quality and field-of-view consis-
tency: slices are flagged when the anatomical mask overlaps CT air (e.g., ≤ −800 HU) or when
MR inside the mask is abnormally dark. All suspicious slices are exported as visual overlays
that include the original CT, the corresponding MR, and the mask slice, with a composite over-
lay where the original CT is shown with the MR overlaid in magenta and the mask delineated
as a yellow contour, as shown in Figure 3.6. Manual review therefore only reduced to scrolling
through automatically saved slices rather than investigating full 3D volumes, making expert val-
idation both efficient and focused.
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Table 3.3: EXCERPT FROM AUTOMATED OUTLIER ANALYSIS CSV. Each row summarizes per-patient
flags from rule-based checks, MAD outlier detection, and Isolation Forest.

Patient ID Outlier
Score

Rule
Warns

MAD
Warns

IF Flag Fired Rules Explanation

1HNC088 9 2 6 True air_frac_high
ct_mean_neg unusual CT stats (mean=−257 HU, p95=631 HU)

1HNC035 8 3 4 True
roi_flag
z_coverage_low
ct_mean_neg

FOV/coverage issue; unusual CT stats
(mean=−201 HU, p95=664 HU)

1HNA139 8 0 7 True —
MAD outliers: ct_p999, frac_ct_ge_primary,
frac_ct_ge_secondary, largest_component_mm3

1HNC036 6 3 3 False
air_frac_high
ct_mean_neg
nmi_low

unusual CT stats (mean=−244 HU, p95=664 HU)

1HNC083 6 3 3 False
air_frac_high
ct_mean_neg
streak_ratio_high

unusual CT stats (mean=−305 HU, p95=438 HU);
metal burden: frac≥2500HU=0.0000, largest
metal≈21 mm3

1HNC130 6 3 3 False
air_frac_high
ct_mean_neg
streak_ratio_high

unusual CT stats (mean=−264 HU, p95=631 HU);
metal burden: frac≥2500HU=0.0000, largest
metal≈0 mm3

Intensity Distribution Characterization

Different anatomical regions contain varying amounts of bone and soft tissue. Therefore their CT
intensity ranges also differ (e.g., head & neck includes dense bone and dental material, whereas
Abdomen is dominated by soft tissue). To account for this, the third stage focuses on defining
preprocessing parameters. For each region, CT intensities of scans within the mask were char-
acterized by their minimum, maximum, and percentiles (0.5th, 99.5th). These statistics were then
aggregated across patients to produce region-specific clipping windows. Clipping was applied
using the rule:

Iclipped = min (max (I, P0.5) , P99.5) , (3.6)

where P0.5 and P99.5 are region-level percentiles. The rounded findings are presented in Table 3.4.
Clipping is further discussed in Section 3.6.2.

3.5 Masking
Several common issues are observed with the masks provided by the challenge. In some MR-CT
pairs, regions outside the patient (such as the scanner bed) are erroneously included in the mask.

Table 3.4: CT HOUNSFIELD UNIT (HU) CLIPPING RANGES BY BODY REGION.

Region P0.5 P99.5

Head & Neck -1000 2000
Abdomen -1000 1000
Thorax -1000 1000
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(a) Tooth fillings represent in
CT as streaking hotspots.

(b) Tooth fillings represent in
MR as void.

Figure 3.5: SLICES MARKED WITH ANOMALIES. Potential implants/fillings with streaks detected in CT
and the corresponding MR slice confirming signal dropout, recorded for manual review.

In other cases, rigid registration alone proves insufficient, and slices between MR and CT show
clear mismatches despite the presence of a mask, as shown in Figure 3.7.

A frequent issue arises in abdominal volumes: in one modality, the arms are included within
the mask, whereas in the other modality they are absent. This inconsistency introduces instabil-
ity during training, as the model alternates between learning arm-related structures and purely
abdominal anatomy. Attempts to eliminate such regions (e.g., excluding slices with arm incon-
sistencies from abdominal scans) result in substantially decreased data size, and the remaining
slices often represent only partial abdominal anatomy, thereby limiting anatomical diversity.

In summary, although the provided masks are indispensable for restricting training to anatom-
ically relevant regions, their imperfections introduce non-negligible variability. Handling such
cases requires balancing anatomical fidelity against dataset completeness, and in some instances
we choose to retain imperfect masks to avoid excessive data loss.

3.6 Preprocessing
Based on the requirements of our models and processing pipeline, we apply several preprocessing
steps. The fundamental concepts are introduced in this section, while the specific implementa-
tions are presented alongside the approaches and experiments in the subsequent chapters.

3.6.1 Slicing
MRI and CT inherently capture data in three dimensions (3D), where each volume is composed
of voxels. However, during preprocessing these volumes are often represented as a series of
two-dimensional (2D) slices rather than as a single 3D volume for computational efficiency and
resource optimization.

The 2D approach treats each slice independently, which reduces computational requirements
but sacrifices contextual information between slices. The 2.5D approach processes each slice to-
gether with its immediate neighbors, incorporating a degree of volumetric context to capture con-
tinuity across slices. The 3D approach operates directly on volumetric data, preserving complete
spatial context. Although this method can yield superior performance in tasks where anatomical
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