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Multiresolution Volume Filtering
in the Tensor Compressed Domain
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Abstract—Signal processing and filter operations are important tools for visual data processing and analysis. Due to GPU memory
and bandwidth limitations, it is challenging to apply complex filter operators to large-scale volume data interactively. We propose a
novel and fast multiscale compression-domain volume filtering approach integrated into an interactive multiresolution volume
visualization framework. In our approach, the raw volume data is decomposed offline into a compact hierarchical multiresolution tensor
approximation model. We then demonstrate how convolution filter operators can effectively be applied in the compressed tensor
approximation domain. To prevent aliasing due to multiresolution filtering, our solution (a) filters accurately at the full spatial volume
resolution at a very low cost in the compressed domain, and (b) reconstructs and displays the filtered result at variable level-of-detail.
The proposed system is scalable, allowing interactive display and filtering of large volume datasets that may exceed the available GPU
memory. The desired filter kernel mask and size can be modified online, producing immediate visual results.

Index Terms—tensor approximation, interactive visualization, multiresolution filtering, Tucker decomposition.
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1 INTRODUCTION

L ARGE scale 3D volumetric datasets, e.g. from phase-contrast
synchrotron or micro-computed X-ray tomography, or from

computer simulations, continue to be a challenge for interactive
processing, analysis and visualization. Real-time direct volume
rendering (DVR) has become the standard tool for explorative
analysis and interactive visualization of volume data [1]. A variety
of algorithms and performance optimizations are available for
interactive volume ray-casting, including adaptive data reduction,
level-of-detail (LOD) rendering and out-of-core data management
methods to cope with large datasets. In particular, efficient ap-
proaches for large-scale interactive volume visualization typically
exploit compact, compressed data representations as well as hier-
archical and out-of-core multiresolution techniques, as reviewed
in [2].

1.1 Motivation

Besides interactive visual exploration, more advanced data anal-
ysis tasks require additional data selection and processing opera-
tions. For interactive visual data analysis, such operations are best
integrated directly into the real-time volume visualization applica-
tion. Furthermore, to be fully compatible with modern large-scale
volume visualization approaches which maintain the data in com-
pressed and out-of-core multiresolution data structures [2], data
selection and filter operations must be performed directly on this
memory efficient volume data representation itself; it may not even
be computationally feasible to perform complex operators directly
on the uncompressed large volume data. In addition to spatial data
selection, typical data processing operations include various filter
operators commonly known from the signal and image processing
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domain. In this work, we develop and demonstrate multiresolution
filtering algorithms in an octree-based visualization system using
tensor approximation (TA).

As outlined schematically in Fig. 1, for large-scale interactive
volume visualization an effective compact multiresolution volume
representation has become the de-facto standard, see also [2].
Given this scenario, we assume that the volume data is kept in
a compact memory-efficient form until the latest possible stage
before rendering on the GPU. Furthermore, we assume that in
addition to the cost for loading compressed volume data from
disk to main and into GPU memory, also the cost for decoding –
preferably on the GPU just before display – is common to most
multiresolution volume visualization frameworks, as are the costs
for LOD selection and rendering.
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Fig. 1. Typical interactive large-scale multiresolution compressed vol-
ume visualization pipeline.

1.2 Multiresolution Filtering
According to the sampling theorem in digital signal processing,
downsampling a signal by a factor f will result in aliasing
whenever its frequency spectrum is wider than a 2π/ f band. This
causes problems when filtering large volume data in an interactive
LOD-based rendering system since filter results are requested
at various downsampled resolutions. State-of-the-art large-scale
multiresolution real-time volume rendering techniques incorporate
many downsampling levels, at which direct filter applications are
thus inaccurate or lead to artifacts as potentially important high-
frequency details and features are lost. More specifically, three
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possible options for compression domain multiresolution filtering
can be considered in this context:

1) Filtering after decompression before downsampling
(FD). The most accurate reduced resolution filtered result
can be achieved by filtering the original high-resolution
signal with the unmodified filter kernel, followed by
downsampling the result. This is computationally pro-
hibitive since it requires decompression and filtering
of the full resolution data, even when actually only a
lower subsampled LOD is needed during interactive large
volume visualization. This approach defeats the purpose
of using an octree representation in the first place, since
only leaf nodes (i.e. full resolution bricks) are ever read.

2) Filtering after decompression and downsampling (DF).
If the input signal A is downsampled by a factor 2 f , the
filter kernel G should be also downsampled (sampling
theorem). In addition to losing detailed filter responses,
this causes problems for compact filters that simply can-
not be further downsampled because the resulting filter
mask size K/2 f will be too small to capture the essential
filtering properties (e.g. even for K = 5 and f > 1), i.e.
violating the sampling theorem for the filter kernel itself.
This limitation in downsampling the filter implies that,
in variable LOD rendered images, different LOD data
regions would be processed with different filter kernel
sizes. See also Figs. 11 and 12.

3) Tensor-approximated filtering (TAF). Filtering can be
performed in a cost-efficient way in a transformed and
compressed domain, yet ensuring the filter operator’s
accurate full resolution response. The data to be visu-
alized can be reconstructed directly at the desired spatial
resolution and LOD after filtering. This approach is the
only one so far that can cope with both large data sizes
and several resolution levels at once.

Fig. 2 illustrates the effect of FD versus DF on an image.
Note that, as shown later in Sec. 6, TAF will produce equivalent
results to FD, introducing negligible inaccuracies only due to lossy
compression.

(a) No filtering (b) FD (c) DF

Fig. 2. (a) Image with variable resolution quadrants (downsampling from
1:1 down to 1:8). Sobel operator applied (b) before downsampling (FD)
and (c) after downsampling (DF), shows increasing differences with
higher downsampling factors between FD and DF.

1.3 Contribution
In this paper we present a novel approach where filter operations
are performed efficiently in the compressed volume data domain,
and where the actual filtering costs occur at the optimal stage in
a typical multiresolution pipeline as shown in Fig. 1, with respect
not only to processing performance but also to the accuracy of
filter operations at varying LODs.

To that extent, we show how a hierarchical multiresolution ten-
sor approximation based and compressed volume representation
can support efficient compression domain volume filter operations,
even at variable reconstruction resolutions. We present a new
framework for compression domain volume filtering, where the
original convolution operations can be applied more effectively on
the tensor decomposed volume data. Furthermore, our approach is
integrated into a state-of-the-art interactive volume visualization
application, fully compatible with out-of-core, multiresolution
and multiscale LOD rendering, and implemented on the GPU to
exploit its massive parallelism.

Our compression domain multiresolution filtering method also
shows that it is actually more beneficial to perform filter operations
on an appropriate compressed volume model, including subse-
quent decompression, than on the raw volume data. Moreover,
we demonstrate that our method is faster and generates more
accurate filtering results on the selected visible and variable LOD
volume bricks than applying the filter operation on the decoded
raw volume bricks at different resolutions.

2 RELATED WORK

Large-scale visualization systems typically rely on multiresolution
hierarchies in order to support fast variable LOD access and ren-
dering. For example, Hadwiger et al. [3] propose a rendering sys-
tem for dense and anisotropic datasets obtained by stitching high-
resolution 2D tiles. The data is downsampled from its original
full resolution at real time. On the other hand, filtering operations
beyond anti-aliasing filters (noise removal, edge detection, etc.)
are fundamental in several visualization settings, see for example
Jeong et al. [4] and Treib et al. [5]; see also Solteszova et al. [6]
for a completely visualization-driven approach, where only voxels
whose filtering will produce a significant pixel difference are even
processed in the first place.

Unfortunately, multiresolution hierarchies pose a challenge
regarding filtering, even for linear filters: convolution operations
applied to downsampled volume bricks do not accurately corre-
spond to the downsampled result of the same filter applied to the
original dataset. Filtering full resolution tiles or volume bricks
is computationally very demanding, especially for non-separable
filters. Brick boundaries constitute an additional problem. Sicat et
al. [7] describe a 3D multiresolution algorithm based on sparse
probability density functions that enables consistent low-pass
filtering at multiple resolution levels; however, they do not focus
on data compression, as their representation is not smaller than the
input volumes, and only low-pass filter operations for antialiasing
are demonstrated.

Fourier, discrete cosine or wavelet transforms (FT, DCT, WT
respectively) have been used efficiently in the past for inter-
active multiresolution volume visualization [8], [9], [10], also
for managing large-scale out-of-core volume data [11], [12].
More recently, novel approaches like vector quantization, tensor
approximation (TA), or sparse coding have been proposed for
large multiresolution volume rendering, see, e.g., [13], [14], [15],
[16], [17], [18] as well as the survey [2]. While strategies like
vector quantization or sparse coding do not lend themselves well
to efficient filtering, transform-based compression like FT, DCT
or WT are better suited for certain signal processing operations.
Based on a compressed WT volume representation, in [5] tur-
bulence properties are efficiently evaluated during rendering on
the GPU, but only after decompression of the velocity-vector
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TABLE 1
Visualization pipelines for several methods: O = uncompressed data in
a multiresolution octree format; OC = octree with compressed volume

data; C = compressed full resolution data (no LOD); D =
decompression to full resolution; DL = decompression to target LOD; L

= downsample to target LOD; F = filter; F∗ = filter in the compressed
domain (much faster than F).

Method Observations RAM GPU

Multiresolution
visualization

Uncompressed
data must fit in
GPU; artifacts
when filtering

O F

Suter et al. [18],
Gobbetti et

al. [17]
No filtering OC DL

Treib et al. [5]
No LOD: full
resolution data
must fit in GPU

C D F

Filter after
decompression

before
downsampling

Must filter full
resolution data

even at low LODs
OC D F L

Filter after
downsampling

Slower than our
method; artifacts

when filtering
OC DL F

Ours
Accurate LOD
filtering at any

resolution
OC F∗ DL

volume. While [5] effectively demonstrates fast on-the-fly GPU-
accelerated feature evaluation, it is designed for datasets fully
fitting into GPU memory and for filtering at the full original
resolution. In particular, the approach does not propose any filter
operations computed in the compressed volume representation
domain.

Overall, while compression domain volume rendering is a
well-explored and established framework, the problem of efficient
filtering over an out-of-core LOD hierarchy has not yet been
properly addressed in the context of multiresolution interactive vi-
sualization. Motivated by FT-based frequency domain filtering, we
present a novel approach based on the TA framework which sup-
ports typical filter operations such as gradient computation, con-
volutions, Fourier transforms, etc. on multidimensional datasets in
the compressed domain. Moreover, we demonstrate the efficiency
of our approach by integrating it into an interactive multiresolution
volume visualization system. In this context, different possible
visualization pipelines are summarized in Table 1 which will be
discussed and developed throughout the paper.

Tensor approximation (TA) techniques have been shown to be
a viable option for volume compression and visualization [16],
[18], [19], [20], [21], [22]. They allow for multidimensional data
tensors (of dimensionality 3 or higher) to be compactly expressed
in terms of multilinear bases and coefficients. By approximating
the input data with less complex tensors, TA is becoming a popular
framework to cope with the curse of dimensionality. TA methods
exhibit a number of benefits, such as competitive compression
ratios, rank truncatability [23], easy progressive reconstruction,
etc. Furthermore, this family of techniques has been shown to be
similar to or even outperform other frequency domain transform
approaches in certain visualization applications (see [19], [24],

[25]).
Our work is based on the Tucker tensor model [23], previously

used for multiscale and multiresolution volume visualization [16],
[18], [19], [26]. Such model has interesting multilinear prop-
erties; in particular, the Fourier time-frequency duality of an
input signal translates well into its 1D Tucker basis functions.
Likewise, the convolution between two arbitrary tensors can be
performed directly on their Tucker factor matrices [27], [28] (this
is closely related to the previous result, thanks to the convolution
theorem). In our case, we focus on exploiting these properties for
compression-domain volume-processing filter operations and the
integration into an out-of-core multiresolution volume rendering
framework.

Several volume rendering and tensor related tools and libraries
exist, such as the Tensor Toolbox [29], Tensorlab [30], the N-
way toolbox [31], and others. For its convenience in graphics and
visualization we use the C++ header-only library vmmlib [32],
which uses BLAS and LAPACK parallel routines to optimize ten-
sor operations including Tucker decomposition and reconstruction.

3 VOLUME TENSOR APPROXIMATION AND VISU-
ALIZATION

The elementary TA-based multiresolution and multiscale volume
rendering framework underlying this work is based on [18] and
its key ideas are briefly outlined in this section. For the novel
multiresolution compression domain filtering approach introduced
in Sec. 4 and developed in Sec. 5, we have modified the basic
TA-compressed volume representation by keeping just a set of
full-resolution global factor matrices as indicated at the end of
this section.

3.1 Tensor Decomposition
Tensor approximation (TA) methods [33] represent an input
dataset A ∈ RI1×···×IN as a combination Ã of rank-one tensors
(having the form of an outer product u(1) ◦u(2) · · ·◦u(N) of vectors
u(n) ∈ RIn ∀n). With respect to a volume A , thus for N = 3, the
canonical (CP) TA model describes a rank-R decomposition as a
single linear sum over individual vector outer products as

Ã =
R

∑
r=1

λr ·u(1)
r ◦u(2)

r ◦u(3)
r . (1)

The Tucker model, on the other hand, written in tensor-
times-matrix notation, represents a weighted combination over all
possible vector outer products as:

Ã = B×1 U(1)×2 U(2)×N U(3),

Ã = ∑
r1

∑
r2

∑
r3

br1r2r3 ·u
(1)
r1 ◦u(2)

r2 ◦u(3)
r3 , (2)

ãi jk = ∑
r1

∑
r2

∑
r3

br1r2r3 ·u
(1)
i r1
·u(2)j r2

·u(3)k r3
,

where B ∈ RR1×R2×R3 is a core tensor of weight coefficients
br1r2r3 , and U(n) ∈ RIn×Rn are the basis factor matrices with
column vectors u(n)

rn and elements u(n)i rn
; see also Fig. 3.

3.2 Spatial and Feature Selectivity
The factor matrices U(n) have the following important properties
which have been exploited in [18] and reviewed in [22] for inter-
active multiscale multiresolution volume visualization: The factor
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Fig. 3. Rank-R CP and Tucker rank-(R1,R2,R3) tensor decomposition
illustrations for N = 3.

matrix rows correspond to the spatial resolution, and the columns
to feature scale approximation levels. Therefore, restricted spatial
access and lower resolution LODs can be defined as row index
subranges and subsampling of rows, respectively (Fig. 4). As
defined in Eq. 2, an individual factor matrix row in contributes
exclusively to the reconstruction of the in-th volume slice along
the n-th dimension.

(1)

(2) 

U
(1)
J1

U
(2)
J2

J1 U
(3)
J3

U(1) U(2) U(3)

#lU(1)

J2
I1 I2

J3

I3

#lU(2) #lU(3)

R1 R2 R3

Fig. 4. (1) Factor matrix row subranges U(n)
Jn

allow for spatial selection of
a subvolume J1× J2× J3. (2) Subsampled factor matrices ↓kU(n) define
lower resolution LODs.

3.3 Octree Tucker Decomposition
A multiresolution hierarchy was defined and combined with
Tucker compression in [18]. Given an input volume octree, the
algorithm computes three global basis factor matrices U(n), with
row dimensions In equal to the input size and Rn columns for
n = 1,2,3, and a small core tensor Bi jk ∈ RR1×R2×R3 for each
octree node as illustrated in Fig. 5. A volume brick Bi jk on
level l can be reconstructed as Bi jk×1

↓lU(1)
Ji

1
×2
↓lU(2)

J j
2
×3
↓lU(3)

Jk
3

,

with the factor matrix row ranges J{i, j,k}n corresponding to the
brick’s spatial location. Note that for bricks on level l, the global
factor matrices are first subsampled by the factor 2H−l in the row
dimensions, indicated by ↓lU(n), before reconstruction.

Assuming a volume of size I3 and octree bricks of size B3,
setting the core tensor dimension to R = B/2 results in a compact
format requiring only a) three thin global factor matrices with 3I ·R
elements in total; and b) 23l core bricks of size B3/8 at each level
l, amounting (geometric series) to a total of ≈ I3/7 core elements
across all octree levels.

In this paper, we adopt the hierarchy from [18] with one key
difference: we always work with the full resolution global factor
matrices, which allows multiscale filtering in the compressed
domain. As we will show in Sec. 5, this important modification
allows us to preserve the original spatial resolution information.

4 TENSOR COMPRESSED DOMAIN FILTERING

The canonical CP and Tucker tensor approximations decompose
the data into a linear combination of basis functions. As a

...

global factor
matrices

octree node
data bricks

core tensors    ......

U(1)

U(2)

U(3) node 0

node 1 node 8

node (8H+1-1)/7 - 1node i
Bi jk

level 0

level 1

level H

Bi jk

Fig. 5. In addition to the global factor matrices, each octree node is only
represented by a small core tensor.

convenient property which we exploit in this paper, convolution
can be applied on these basis functions. Khoromskij and Khorom-
skaia [27] investigate the convolution between two tensors in
these formats. In this section, we detail the theory behind fast
convolution between high-rank data (our input signal) and a low-
rank kernel (the filter), both expressed as decomposed tensors: the
former in the Tucker format and the latter in CP.

4.1 Separable Filters
Many common linear filter operations on multidimensional visual
data, e.g. images or volumes, are separable. This means their
kernel can be written as the outer product of several vectors; in
the 3D case, this is G(x,y,z) = G1(x) ◦G2(y) ◦G3(z). In terms
of computational cost, this is advantageous since the data can be
filtered one dimension at a time. In the tensor sense, a separable
kernel has rank 1. For the ease of presentation, let us assume
discrete 3D voxels and filter mask elements and a 3D filter with
M elements along each dimension. In our notation, tensor-tensor
convolution can be written in a general and compact form as
follows:

Ã ∗G =
R

∑
r=1

λr · (u(1)
r ∗G1)◦ (u(2)

r ∗G2)◦ (u(3)
r ∗G3)

for any CP rank-R decomposition Ã =
R
∑

r=1
λr ·u(1)

r ◦u(2)
r ◦u(3)

r , and
as

Ã ∗G = B×1 (U(1) ∗G1)×2 (U(2) ∗G2)×3 (U(3) ∗G3)

for any multilinear rank-(R1,R2,R3) Tucker approximation Ã =
B×1 U(1)×2 U(2)×3 U(3); see also the Appendix. Thus, the 1D
convolution filters Gn applied column-wise to the factor matrices
U(n) translate directly into the TA domain representation of A ,
see also Fig. 6.

Hence any separable convolution filter G can be applied in
the tensor decomposition domain to the factor matrix columns.
This is computationally efficient: the cost of a separable filter of
size M3 directly applied on a volume of size I3 would amount
to O(3 · I3 ·M) operations. The same filter applied on the factor
matrices in the tensor decomposition domain, i.e. all U(n) ∗Gn,
can be performed in only O(3 · I ·M · R) before reconstruction
and rendering. In particular, R� I is comparatively small in a
multiresolution tensor model as outlined in Sec. 3. Given a per-
brick reconstruction cost of O(B3R) [16], a full reconstruction
amounts to O(I3R) with R < B� I in total for the finest level of
resolution. Therefore, the volume reconstruction greatly dominates
the compressed domain filtering cost. However, in a compressed
data visualization system, the decompression cost is an inherent
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Fig. 6. Separable convolution filter G applied (a) to a rank-1 decomposi-
tion and (b) to a Tucker tensor decomposition.

part of the rendering algorithm itself and has to be performed
anyway. Thus tensor decomposition domain filtering is thus not
an overhead introduced on top of compression domain volume
rendering but rather a cost reduction compared to direct volume
filtering.

4.2 Non-separable Filters

In our framework, we can interpret non-separable general 3D
convolution kernels as volume tensors G ∈ RM1×M2×M3 and
approximate them as a sum of rank-1 outer vector products
G ≈ ∑

S
s=1 g(1)s ◦g(3)s ◦g(3)s (CP tensor decomposition) of 1D filter

kernels g(n). These can be applied in the compressed TA domain
by accumulation of rank-1 filter convolutions. Therefore, a rank-S
approximated 3D convolution kernel G can be applied as follows:

Ã ∗G ≈
S

∑
s=1

B×1 (U(1) ∗g(1)s )×2 (U(2) ∗g(2)s )×3 (U(3) ∗g(3)s ) (3)

In other words, instead of convolving a 3D filter with the vol-
ume data in the spatial domain, we can apply S 1D convolutions on
the factor matrices in the tensor compressed domain as illustrated
in Fig. 7 (for S = 1).
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R1 R2 R3
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K3

U(2)U(1) U(3)
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g(3)

fA

B

fA ⇤G

⊗

≈

=

≈
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⇤
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(1
)

U
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)
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(2
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U
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= U(2)
⇤ = U(3)

⇤
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(b) (c) (d)

U(1)
⇤
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⇤

U(3)
⇤

G

Fig. 7. (a) Tucker tensor decomposition of volume Ã and (b) CP rank-1
decomposition of the convolution filter G. (c) Column-wise convolution
of 1D filters on the factor matrices in the compressed TA domain. (d)
Filtered result Ã ∗G reconstructed from the filtered factor matrices U(n)

∗ .

A non-separable filter of size M3 directly applied on a volume
of size I3 in the spatial domain would amount to O(I3 ·M3)
operations, while the application of the decomposed filter on the
factor matrices, i.e. all U(n) ∗ g(n)s , only costs O(3 · I ·M ·R · S).
Note that R and S are rather small numbers, with R = B/2� I and
S < M, often even S≤ 3.

It is worth noting that besides filter convolutions, other fre-
quency domain manipulation techniques are possible in the TA
domain. For example, one can apply any band-pass filter by
computing the DCT column-wise on the factor matrices, removing
the desired frequencies and performing the inverse DCT, followed
by volume reconstruction (see Fig. 8). Last, even non-linear filters
are supported to the extent that they build on other underlying
linear filters. See Table 2 for a list of several important filters,
along with their rank and kernel components.

TABLE 2
Many 3D linear filters are separable or at least admit an exact low-rank
expansion. In addition, several important filters are not linear but arise

from combining linear low-rank components.

Filter Rank Kernel(s)
Box 1 Box
Lanczos (parameter a) a -
Sinc 1 Univariate sinc
Gaussian 1 Univariate Gaussian
Difference of Gaussians 2 Two univariate Gaussians
Sobel operator Non-linear Three rank-1 kernels
Guided filter Non-linear Four box kernels

5 PROPOSED MULTIRESOLUTION FILTERING

5.1 Overview
The basic framework described above in Sec. 4 allows tensor
compressed domain filtering as suggested in option 3 (TAF). For
multiresolution filtering, we first apply the convolution filter G

on the full resolution global factor matrices U(n)
∗ = U(n) ∗g(n) and

then apply post-filter downsampling on them by the factor 2H−l ,
for octree height H and target resolution level l. The filtered and
then downsampled factor matrices ↓lU(n)

∗ are eventually used for
the reconstruction of the filtered volume as illustrated in Fig. 9(b).

For multiscale rank-reduced tensor reconstruction of a subvol-
ume J1× J2× J3 to be possible, the basis factor matrices should
contain leading singular vectors of the subspace spanned by the
row index subranges Jn [18]. To guarantee this, we maintain one
copy of the global factor matrices for each octree level and re-
orthogonalize them accordingly during preprocessing, see also
Fig. 9(a). For example, for the first level below the octree root
corresponding to 2×2×2 nodes, the factor matrices are vertically
split in half U(n) → {U(n)

J1
n
,U(n)

J2
n
}, each part is re-orthogonalized

U(n)
Ji

n
→ U

′(n)
Ji

n
, and finally stitched together again into one tall

matrix U
′(n)
J1

n
∪U

′(n)
J2

n
→ U′(n).

During interactive visualization, after selecting a convolution
filter and processing the factor matrices as outlined above, all
displayed LOD octree node bricks must be updated and recon-
structed according to Eq. 3. For each brick, the appropriate filtered
and downsampled basis matrices must be used. For example, a
third level brick Bi jk would be reconstructed using its core tensor
Bi jk from octree level l = 3 and the matching rows J{i, j,k}n of the
corresponding filtered third level matrices ↓3U

′′′(n)
∗ .
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(a) Original (b) Column-wise DCT (c) Result after filtering

Fig. 8. Left: Tucker factor matrices of the bonsai CT volume (2563, compressed to 128 ranks). Center: discrete column-wise cosine transform. Right:
low-pass filtered result after keeping only the lowest 20% DCT frequency components and converting back from frequency domain (equivalent to
convolution with a sinc kernel). The color map acts on the absolute values; the Tucker core remains always unchanged.
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Fig. 9. (a) Segment-wise basis factor matrix re-orthogonalization for
each octree level during the preprocess. (b) Filtering and downsampling
of the factor matrices at all levels at run-time.

Note that inter-brick border artifacts and discontinuities are
treated by incorporating a number of overlapping border rows
when splitting the global factor matrices vertically into 2l seg-
ments for octree level l. The use of m redundant border rows
also allows for correctly convolving with kernel sizes up to 2m.
Note also that these extra border rows do not cause additional
reconstruction cost as they are only needed to define the tensor
decomposition and for filtering the basis factor matrices.

Our main contribution is thus the accurate compression do-
main filtering on a multiresolution hierarchy, and its implementa-
tion into an interactive framework. As we will demonstrate in the
experimental results, the entire basis factor matrix convolution,
filtering, and downsampling (as well as brick reconstruction) can
be done at interactive rates for large volumes.

5.2 Decomposition Stage

For the sake of simplicity, we assume a regular input volume
of size I3 and volume bricks of size B3 with B = 64 for good

performance. The global Tucker decomposition factor matrices are
of size I×R with R = B/2 = 32 and the octree node core tensors
have thus R3 = B3/8 voxels each. The convolution filters are of
variable size K, and if non-separable will be approximated by a
rank-S CP tensor decomposition, usually only requiring S ≤ 3.
Note that non-cubic volumes of size I1× I2× I3 and variable rank-
(R1,R2,R3) tensor decompositions can be supported as well with
minor implementation modifications.

During the preprocessing stage, the input volume A is decom-
posed into three global factor matrices U(n) using an alternating
least squares (ALS) method [23] with 3 iterations per mode. The
octree hierarchy of core tensors has height log2(I/B)+ 1 and is
defined as detailed in Sec. 3. The implementation follows the
outline given in [18], especially with respect to using memory
mapping and parallelization for handling large input volume
datasets. A key difference, however, is that the factor matrices
are not downsampled for each octree level, but separately re-
orthogonalized into 2l segments of 2H−l consecutive rows for each
octree level l as described in the previous section. This is critical
to preserve the full spatial resolution information at every octree
level.

Alg. 1 shows the modified preprocess with chunk() selecting
the 2H−l factor matrix rows for the i, j or k-th segments, and
LSV() performing the re-orthogonalization over the selected rows
by singular value decomposition, using the left singular vectors. Bi
denotes the brick size along each dimension, set to Bi = 64 ∀i for
our simulations. Note that in this step the overlapping border rows
are also incorporated but not explicitly shown in this description
for simplicity. The octree nodes’ core tensors are eventually
computed by projecting the corresponding input volume brick
at the right resolution, denoted by Ai jk, onto the basis factor
matrices, indicated by the n-mode products ×n.

5.3 Basis Factor Matrix Filtering

When a new convolution filter is selected at run-time, i.e. from
changing the filter model or parameters, the global factor matrices
on the different octree levels are all convolved column-wise by
the appropriate filter vector as U

′···(n)
∗ ← U′···(n) ∗g(n). The visible

volume bricks have then to be reconstructed (on the GPU) before
they can be rendered again. The filter may be selected from a
predefined set, constructed using an editor, or discretized from
an analytic expression. The filtering of the basis factor matrices,
which takes a very small portion of the total time (see also Sec. 6),
is also performed in parallel on the GPU.
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Algorithm 1 Building an H-level tensor octree from input volume
A .

1: (B,U(1),U(2),U(3))← TUCKER_ALS(A )
2: for l = 1, . . . ,H do
3: for i = 1, . . . I1/B1 do
4: chunk(U′···(1), i)← LSV (chunk(U′···(1), i))
5: end for
6: for j = 1, . . . I2/B2 do
7: chunk(U′···(2), j)← LSV (chunk(U′···(2), j))
8: end for
9: for k = 1, . . . I3/B3 do

10: chunk(U′···(3),k)← LSV (chunk(U′···(3),k))
11: end for
12: for all i = 1, . . . I1/B1, j = 1, . . . I2/B2,k = 1, . . . I3/B3 do
13: B

′···
i jk ← A

′···
i jk ×1 chunk(U′···(1), i)T ×2

chunk(U′···(2), j)T ×3 chunk(U′···(3),k)T

14: end for
15: end for

The user can apply any separable filter directly, but if a
generic filter G is given, a (very) low rank-S CP decomposition
∑

S
s=1 g(1)s ◦g(2)s ◦g(3)s is first obtained, e.g. by applying an ALS al-

gorithm as proposed in [34]. Prominent examples of this category
are filters such as the Laplacian of Gaussian, unsharp masking, or
the Difference of Gaussians. For commonly used filters, their low-
rank CP decomposition can be precomputed and readily provided
to the user. Given the decomposed filter kernel, the visible volume
bricks can then be reconstructed as in Eq. 3 and described in
Alg. 2.

More complex operators may even rely on non-linear combina-
tions of simple convolution steps. For instance the Sobel operator,
an example for fast edge detection, is computed in 3D as (square
root of) (A ∗Gx)

2 +(A ∗Gy)
2 +(A ∗Gz)

2, where each G{x,y,z} is
separable individually but their overall aggregated filter effect is
not.

5.4 Reconstruction

A reconstruction of a data brick is always required if the LOD in
the corresponding octree nodes changes or if a new filter operation
has to be performed during interactive visualization. LOD-based
updates have been extensively discussed and demonstrated in
many interactive multiresolution volume rendering approaches and
we can focus primarily on the filtering aspect. As mentioned
above, whenever the filter operator is updated, the currently
visible volume bricks have to be filtered in their compressed
representation and reconstructed for display.

Alg. 2 outlines the filtering and reconstruction steps involved
when a brick Bi jk needs to be updated. First, the filter’s 1D
basis components g(n) are convolved column-wise with the basis
factor matrices, thus U′···(n)→U

′···(n)
∗ , computed over row segment

ranges J{i, j,k}n . Second, the required downsampling is performed
on these factor matrix segments in downsample() for a given level
l, hence U

′···(n)
∗ → ↓lU

′···(n)
∗ . These first steps (lines 3 to 5 in Alg. 2)

are in fact not carried out for each single brick individually but are
only done once beforehand. With the filtered and downsampled
factor matrices, the brick Bi jk is eventually reconstructed. If the
filter is represented by a rank-S CP decomposition, this process is
iterated S times and the results accumulated in Bi jk.

Algorithm 2 Reconstructing a volume brick Bi jk from the level
l, while applying a rank-S CP-decomposed convolution filter G ≈
∑

S
s=1 g(1)s ◦g(3)s ◦g(3)s .
1: Bi jk← 0
2: for s = 1, . . .S do
3: ↓lU

′···(1)
∗ ← downsample(U′···(1) ∗g(1)s )

4: ↓lU
′···(2)
∗ ← downsample(U′···(2) ∗g(2)s )

5: ↓lU
′···(3)
∗ ← downsample(U′···(3) ∗g(3)s )

6: for all i = 1, . . . I1/B1, j = 1, . . . I2/B2,k = 1, . . . I3/B3 do
7: Bi jk←+ Bi jk×1 chunk(↓lU

′···(1)
∗ , i)×2

chunk(↓lU
′···(2)
∗ , j)×3 chunk(↓lU

′···(3)
∗ ,k)

8: end for
9: end for

10: return Bi jk

As illustrated in Fig. 10, most computational steps are per-
formed on the GPU. After basis matrix filtering and downsampling
on the GPU, the resulting matrices ↓lU

′···(n)
∗ of all octree levels can

then be used on the GPU for reconstruction. Hence, all crucial
steps related to filtering, especially the actual TA reconstruction of
all visible bricks Bi jk, use massive parallelism.

5.5 Rendering

The view-dependent LOD-based volume rendering follows the
principles of the TAMRESH system [18] and is outlined in Fig. 10.
For each rendered frame, the multiresolution octree representa-
tion is traversed and the required LOD nodes are selected and
rendered. For fast rendering, the volume ray-casting of bricks
is performed on the GPU. The LOD selection and rendering
mechanism exploits pooling and caching of bricks between frames
on the GPU. Therefore, bricks only have to be reconstructed from
the compressed and filtered TA representation and loaded onto the
GPU if they are not cached from an earlier displayed frame. The
reconstruction of bricks is fully done on the GPU, the CPU is only
responsible for octree traversal and for uploading the core tensors
of newly selected nodes to the GPU. Furthermore, these updates
are performed asynchronously, occasionally introducing a few
frames of latency until an update is fully completed. More details
on just the TA-based LOD volume rendering and its performance
can also be found in [18].

6 RESULTS

6.1 Software and Hardware Used

Our system is implemented in C++/OpenGL on top of Equal-
izer [35], a scalable parallel rendering framework for OpenGL-
based applications. We extended the parallel GPU-based volume
ray-casting application described in [18] to incorporate our mod-
ified TA format and filtering process. Both Tucker brick recon-
struction and matrix downsampling/filtering were implemented
using CUDA. Octree decompositions were performed on the CPU
using vmmlib [32] and OpenMP parallelization. Our results have
been obtained on a 16-core Intel Xeon CPU E5-2650 v2 with
2.60GHz and 32GB of memory, equipped with a GeForce GTX
970 graphics card with 4GB of memory.
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Fig. 10. Overview of the interactive TA-based multiresolution volume
filtering and rendering system.

6.2 Datasets and Parameters

Our test datasets include the Bonsai (2563, 16MB), the Hazelnut
(5123, 128MB), the Flower (10243, 1GB) and the Garlic (20483,
8GB). All volumes are 8-bit tomographic X-ray scans. For in-
teractive visualization we apply a logarithmic 9-bit quantization
scheme on the octree cores as proposed in [18], resulting in total
tensor octree sizes of 3MB, 21.5MB, 167.7MB, and 1.30GB,
respectively. A brick size of B = 64 was chosen, with the number
of ranks R = 32 and a border of size m = 8 (10 for the Garlic).
Note that the Garlic in its raw form exceeds the available GPU
memory by a factor of 2. It would be unfeasible to a) store the
whole uncompressed volume in the GPU at all times; and even
b) store uncompressed visible bricks and upload newly needed
bricks at every frame when the LOD hierarchy changes. Such large
volumes motivate using compressed visualization techniques.

We will use the shortcuts FD (filter before downsampling),
DF (downsample before filtering), and TAF (tensor approximation
domain filtering) as introduced earlier.

6.3 Multiresolution Filtering

As regards multiresolution filtering correctness, we highlight two
important benefits of our compression domain volume filtering.
First, in Fig. 11 the effects of post-filtering a downsampled volume
(option DF) are clearly visible. Downsampling the volume by a
factor 4 before filtering as in Fig. 11(c) leads to excessive shifts
in the filter response. In contrast, our tensor compression domain
filtering (TAF) followed by subsampling and reconstruction, as
shown in Fig. 11(d), preserves fine details and is very close to
the pre-filtered (FD) ground truth in Fig. 11(b). For this static
experiment, the Hazelnut with I = 512 was decomposed into a

single resolution Tucker model with a core tensor of rank R= 128,
and a 4:1 subsampling for the reduced resolution versions.

(a) original, fullresolution data (b) ground-truth: filter before down-
sampling (FD, no compression)

(c) downsampling
before filtering (DF)

(d) compression domain filtering
(TAF)

(e) absolute error (DF) (f) absolute error (TAF)

Fig. 11. 3D Sobel operator highlighting structural edges and filaments:
(a) Original Hazelnut. (b) Accurate result by filtering before downsam-
pling (FD) the volume without compression; ground-truth. (c) Downsam-
pling before filtering (DF) after decompression, with a clear loss of detail.
(d) Tensor compressed domain filtering (TAF) and reconstruction into the
target resolution. (e,f) Errors for (c) and (d).

Second, in a multiresolution rendering where regions of dif-
ferent LOD resolutions are adjacent to each other, filtering after
downsampling causes sharp discontinuities along the borders be-
tween LODs. As shown in the top row of Fig. 12, lower resolution
spatial voxel filtering leads to sudden recognizable blurring and
loss of high-frequency detail: in the right half-images, the edges
are detected at a coarser scale than in the full-resolution version
(left half-images). On the other hand, our TA compression domain
basis matrix filtering method in the bottom row achieves a much
more homogeneous overall result even across LOD resolution
boundaries.

The Sobel operator as applied in these two experiments has
a small kernel size of K = 3. This means that a correct lower
resolution application of the Sobel operator is not possible in
the subsampled spatial voxel domain: the mask size of 3× 3× 3
does not allow for any further subsampling, as K/2 = 1.5 is non-
integer and too small. TA compression domain filtering, however,
allows the application of any (also small) filter kernel correctly
before downsampling on the global factor matrices, before sub-
sampling and final reconstruction of the volume at the desired
target LOD resolution. Furthermore, despite asking for a low
resolution result (I/2 f )3, correct spatial filtering would require
processing the entire I3 volume before downsampling (FD), while
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(a) baseline vs. downsample
then filter (DF)

(b) baseline vs. downsample then
filter (DF) (slice)

(c) baseline vs. TA-
compressed filter (TAF)

(d) baseline vs. TA-compressed fil-
ter (TAF) (slice)

Fig. 12. Multiresolution filtering with the Sobel operator of the Bonsai:
full spatial resolution I = 256 in the left image half; and 2 : 1 reduced
resolution in the right half of the image. (a,b) Filtering in the spatial voxel
domain after downsampling (DF) shown as volume and image slice
views, with features suddenly becoming coarser on the right compared
to the baseline on the left. (c,d) Reconstruction of filters applied to the
basis factor matrices in the tensor domain (TAF) leads to less resolution
dependent results.

TA filtering (TAF) is only performed on I×R matrices, followed
by reconstructing the downsampled (I/2 f )3 volume.

6.4 Guided Filter Extension
We have already shown how to compute the Sobel operator
which is non-linear but is nonetheless tractable via a combination
of linear components in a full multiresolution setting. We have
likewise implemented a tensor-reconstructed version of the guided
filter [36], a non-linear edge-preserving filter that is popular
for denoising and exhibits very good behavior near edges. Our
implementation corresponds to the case where the guiding volume
is identical to the input volume. A modification of our system
was needed: since the filter requires variances of all fixed size
windows, we have to store a compressed version of the squared
original dataset. We only keep one set of factor matrices, since we
have observed that they can be used to compress the squared bricks
at a similar approximation error. Whenever the filter is applied, the
squared brick cores are loaded from disk and kept synchronized
with the regular brick cores. See Alg. 3 for the full details of our
per-brick guided filtering plus reconstruction process. Note that,
like the Sobel operator, we must perform the non-linear operations
(line 6 to 8 in Alg. 3) after tensor reconstruction. In addition,
the last box filters must be approximately adapted to the target
resolution level. The error we introduce by this is small and still
results in much smaller error than the naive approach as shown in
Table 5.

Algorithm 3 Apply guided filter and reconstruct one brick (i, j,k)
at hierarchy level l with given window size w and damping factor
δ
Require: Cores B′i jk and B′∗i jk

Require: Corresponding factor chunks U′···(n) for n = 1,2,3
1: B(1)← downsample(box f ilter1D(U′···(1),w))
2: B(2)← downsample(box f ilter1D(U′···(2),w))
3: B(3)← downsample(box f ilter1D(U′···(3),w))
4: M ←B′i jk×1 B(1)×1 B(2)×1 B(3) {Per-window mean}
5: S ←B′∗i jk ×1 B(1)×1 B(2)×1 B(3) {Per-window raw second

moment}
6: V ←S −M 2 {Per-window variance}
7: A ← V /(V +δ ) {Per-window ak from [36]}
8: B← (1−A )M {Per-window bk from [36]}
9: w̄←max(1, round(w/(2l)))

10: ¯A ← box f ilter3D(A , w̄× w̄× w̄)
11: B̄← box f ilter3D(B, w̄× w̄× w̄)
12: ↓lU′···(1)← downsample(U′···(1))
13: ↓lU′···(2)← downsample(U′···(2))
14: ↓lU′···(3)← downsample(U′···(3))
15: return ¯A · (Bi jk×1

↓lU′···(1)×2
↓lU′···(2)×3

↓lU′···(3))+ B̄

Tables 3, 4 and 5 show the relative numerical errors ε =
‖A∗− Ã∗‖/‖A∗‖ of filter results between the ground truth (FD)
and DF as well as our method TAF for three different filters.
The dataset is tensor-compressed and reconstructed in all cases,
the only difference being the downsampling stage (done after
reconstruction but before spatial filtering in DF, and before recon-
struction but after basis matrix filtering in TAF). The accuracy of
the TAF processing is significantly higher than that of the spatial
domain filtering applied after downsampling DF. The number of
ranks was set to R = I/2 as no octree hierarchy was used for this
error evaluation study.

TABLE 3
Difference of Gaussians with σ1 = 1,σ2 = 5: Relative errors
ε = ‖A∗− Ã∗‖/‖A∗‖ for different compressed datasets and
downsampling factors: DF vs. the groundtruth (filtering, then

downsampling) and TAF vs. the groundtruth. Our TAF approach
achieves virtually no error at all resolution levels. Rank number was

chosen as R = I/2

Downsampling factor
1 2 4 8

DF

Bonsai 0 0.8541 1.6948 3.2063
Hazelnut 0 0.7871 1.5211 2.7220
Flower 0 0.8133 1.7143 3.1692
Garlic 0 0.7981 1.7209 4.4781

TAF

Bonsai 5.15 ·10−6 2.89 ·10−6 2.66 ·10−6 5.59 ·10−6

Hazelnut 4.54 ·10−7 2.91 ·10−6 3.09 ·10−6 4.55 ·10−6

Flower 6.62 ·10−7 4.86 ·10−6 5.41 ·10−6 8.87 ·10−6

Garlic 9.88 ·10−6 2.59 ·10−5 3.35 ·10−5 5.98 ·10−5

6.5 Filtering Performance
To demonstrate the feasibility of our compression domain volume
filtering approach, we measured the filtering and reconstruction
performance of our proposed TAF compared to spatial domain
filtering after downsampling (DF). In our test system, the ren-
dering is temporarily halted whenever filtering is invoked, and
resumed again after it is completed and all visible bricks have
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TABLE 4
Numerical relative errors ε = ‖A∗− Ã∗‖/‖A∗‖ for the Sobel operator

with R = I/2. The error in our method is due to the non-linear
operations performed after reconstruction but is overall smaller than the

naive approach

Downsampling factor
1 2 4 8

DF

Bonsai 0 0.6030 1.3385 1.9533
Hazelnut 0 0.5655 1.1121 1.4488
Flower 0 0.5504 1.0976 1.5396
Garlic 0 0.4768 0.8157 1.1637

TAF

Bonsai 4.28 ·10−7 0.1166 0.3053 0.5393
Hazelnut 5.56 ·10−7 0.1257 0.3272 0.5532
Flower 8.88 ·10−7 0.1573 0.3898 0.6026
Garlic 1.23 ·10−6 0.2659 0.6160 0.8216

TABLE 5
Numerical relative errors ε = ‖A∗− Ã∗‖/‖A∗‖ for the guided filter with

R = I/2,δ = 5000. Note the error incurred by non-linear operations,
which is again smaller for TAF

Downsampling factor
1 2 4 8

DF

Bonsai 0 0.0740 0.1642 0.2439
Hazelnut 0 0.1284 0.2753 0.3821
Flower 0 0.1134 0.2603 0.3717
Garlic 0 0.0351 0.0813 0.1285

TAF

Bonsai 9.55 ·10−8 0.0087 0.0231 0.0331
Hazelnut 1.10 ·10−7 0.0142 0.0379 0.0608
Flower 1.46 ·10−7 0.0115 0.0312 0.0487
Garlic 1.88 ·10−7 0.0038 0.0099 0.0148

been reconstructed. This approach displays the full final filtered
result as soon as possible, resulting in interactive response times
(which depend on the filter complexity). Optionally, the filtering
process can also be interleaved with rendering partially filtered
and reconstructed results if progressive real-time rendered results
are desired.

We rendered 4 datasets at an image resolution of 10242 pixels,
and applied a Difference of Gaussians (DOG) filter to them using
the standard deviations of σ1 = 1 and σ2 = 5. The DOG has rank
S = 2, as it can be written as a small CP decomposition with
(λ1,λ2) = (1,−1) and factor columns corresponding to two 1D
Gaussian kernels. The average timings for filtering and recon-
struction as performed on the GPU are reported in Table 6, using
three different filter sizes of K = 5,9,17. We used brick border
overlaps of size 8. Note that the DOG standard deviations of σ1,2
do not affect the timings which only depend on the filter size K.
We measured and averaged 30 test runs for each configuration,
and in order to ensure high-quality rendering for realistic view
configurations, the LOD parameter for voxel (brick) selection was
chosen such that a voxel is projected onto no more than 2× 2
screen pixels.

Even though the inaccurate DF approach does not require
immediate reconstruction (as spatial filtering is done on the raw
bricks), it still requires 3 separable filter passes over the N voxel
bricks of size B3 for each of the S ranks of the filter kernel. In
contrast, the TAF approach performs the rank-S approximated
DOG filter linearly on the R columns of the factor matrices only,
independent of the number N and size B of the voxel bricks.
This leads to extremely fast filtering in the compressed domain

for virtually any filter size K, and also faster overall final results
even after taking reconstruction into account as demonstrated in
Table 6. We can thus observe that TA reconstruction costs (which
dominate the factor matrix filtering by several orders of magni-
tude) are consistently lower than traditional spatial filtering (DF).
In other words, not only does compressed TA-domain filtering
offer more accurate results at lower resolution scales, but it is also
faster even when accounting for the necessary brick reconstruction
time.

For large volumes, accurate spatial filtering of the full res-
olution volume data followed by downsampling (FD) would be
infeasible in real time. First, the dataset is limited in size since
its full resolution version must fit into the GPU memory when-
ever the whole volume is visible. Second, the filtering operation
would always entail maximal cost and be especially inefficient for
strongly downsampled renderings of zoomed-out views on screen.
Having to reconstruct the full resolution in all cases for filtering
means that the LOD hierarchy is not exploited at all, which defeats
the purpose of using multiresolution volume rendering in the first
place.

To put the performance results in perspective to previous
work, in [5] the reported average timings for uploading and
decompressing a 10243-sized scalar field are 1.3s, without ac-
counting for the subsequent full resolution filtering costs. Our
framework, on the other hand, exploits a hierarchical structure
to render volume regions at adaptively different resolution levels.
The LOD selection coupled with tensor-based compression is able
to deliver complete filtered results at times well below half a
second. However, performance cannot directly be compared as
in [5] the volume data has to be fully loaded on the GPU and
is only processed after decompression, thus it does not support
LOD-based compression domain filtering and rendering.

Tables 7 and 8 show equivalent experiments for the Sobel
operator and guided filter. The former has a fixed kernel size of
3, while for the latter we used again the values 5, 9, and 17. The
filtering timings in these cases combine both the convolution in
the compressed domain and the necessary post-processing steps
thereafter. While these filters are non-linear and more expensive
than the DOG counterpart, they are still faster and more accurate
than the naive DF.

TABLE 6
Difference of Gaussians: filtering and reconstruction times (in ms) for all

four datasets, comparing post-reconstruction downsampling and
filtering (DF) with our compressed domain filtering approach (TAF) for

different kernel sizes. The first column indicates the number of
processed bricks, each of size B3 = 643. Timing values are averaged
over 30 test runs using the DOG filter (with σ1 = 1 and σ2 = 5) of size

K = 5,9,17. No immediate reconstruction is required for the spatial
domain filtering DF.

Filtering (ms)
N. of

bricks
Kernel size Recons-

truction (ms)5 9 17

DF

Bonsai 55 114.93 154.56 234.77 −
Hazelnut 111 224.46 297.59 445.12 −
Flower 141 257.13 320.38 450.07 −
Garlic 315 491.19 603.53 775.51 −

TAF

Bonsai 55 0.13 0.16 0.16 35.85
Hazelnut 111 0.18 0.20 0.24 72.33
Flower 141 0.29 0.32 0.42 91.73
Garlic 315 0.50 0.61 0.87 204.24
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TABLE 7
Sobel operator: filtering and reconstruction times (in ms) for all four

datasets

N. of bricks Filtering (ms) Recons-
truction (ms)

DF
Bonsai 55 143.53 −

Hazelnut 111 290.86 −
Flower 141 369.56 −
Garlic 315 825.31 −

TAF
Bonsai 55 44.84 48.25

Hazelnut 111 90.44 97.68
Flower 141 113.97 122.78
Garlic 315 255.71 272.17

TABLE 8
Guided filter: filtering and reconstruction times (in ms) for all four datasets

(δ = 3000)

Filtering (ms)
N. of

bricks
Window size Recons-

truction (ms)5 9 17

DF
Bonsai 50 240.64 316.76 476.01 −

Hazelnut 86 401.21 519.61 772.58 −
Flower 247 1066.04 1320.99 1853.28 −
Garlic 362 1325.84 1603.21 2020.86 −

TAF
Bonsai 50 159.23 196.84 270.87 42.42

Hazelnut 86 265.49 323.09 441.08 72.87
Flower 247 728.59 853.54 1105.52 207.72
Garlic 362 955.71 1087.20 1290.67 306.55

Fig. 13 shows exemplary screenshots of the renderer’s state
before and after applying the DOG and the guided filter using our
method.

6.6 Rendering Performance

We also evaluated the interactive performance of our system with
the three largest volumes, including the 8GB Garlic (see Figs. 14
to 16). We use a camera path starting from a zoomed-out view
and progressing towards a more detailed close-up, with a filtering
step applied at frame 437. The timings in Fig. 14 to Fig. 16 reveal
that for interactive visual exploration the vast majority of time per
frame is spent on rendering (volume ray casting), while the time
required for incremental reconstruction of updated LOD volume
bricks is much less significant. This behavior is consistent with
the related TAMRESH system [18], as outlined in Sec. 5.5. Note
that the total frame time is less than the sum of rendering and
reconstruction, since we exploit asynchronous incremental LOD
volume brick updates and reconstruction as in [18].

A synchronized reconstruction of all visible volume bricks is
needed after a filter operation has been invoked, as opposed to
normal asynchronous LOD updates and rendering during view-
point changes. Nevertheless, such reconstruction delays the next
displayed frame only by typically a fraction of a second. In
Figs. 14 to 16 this is indicated by the reconstruction cost peaks
in red. Thus, after the user initiates a filter operation, the system
can still react and update the rendered image of the complete
filtered result at an interactive rate. In the given example a frame
update time of about one third of a second is the only delay a
user experiences for applying a (complex) filter operation, before
interactive rendering of the now filtered volume resumes. Note
that all overhead costs are reflected by the total frame time (gray),
including initialization and finishing of a frame, CPU and GPU
data management and transfer; and in the case of filtering, setting
up and uploading filter kernels, etc.

7 CONCLUSION

We presented a novel multiresolution volume filtering framework
that can convolve variable-resolution data directly in the tensor
compressed representation before reconstruction and rendering.
Such operations are integrated into a state-of-the-art interactive
large-scale and multiresolution volume visualization system. The
core idea is the fact that Tucker decomposition yields 1D basis
components where the time-frequency duality can be inexpen-
sively exploited. The proposed basis decomposition for each LOD

hierarchy level actually contains the full resolution information,
which ensures that a linear filter convolution can faithfully and
homogeneously be applied at any spatial resolution and displayed
at variable LOD. We show both numerical results and visual ex-
amples of our TA compression domain filtering approach, demon-
strating its superior accuracy and higher speed compared to spatial
domain filtering of downsampled volume data. This also applies
for non-linear filters as long as they consist of linear components to
some extent, as we have shown for the Sobel operator and guided
filter. The advantages become more significant with coarser LODs;
this makes the proposed method especially suitable for interactive
large-scale volume data representation, filtering, and visualization.
That is because larger models require more hierarchy levels and,
potentially, present a larger disparity in resolution levels across the
volume. Our method can compute and display filter operations at
interactive rates on data that does not fit in GPU memory.

Limitations

The proposed framework has certain limitations. First, non-linear
operations for complex filters must be performed after tensor
reconstruction, and thus such filters only benefit partially from our
multiresolution system. On the other hand, linear but high-rank
filters increase the computational cost. Lastly, the size m of the
brick borders affects the filter correctness: small borders restrict
the range of possible filter kernel sizes to K ≤ 2m; on the other
hand, wide borders imply storing more redundant volume data.

In view of the very low costs of tensor-compressed domain
volume filtering, and given that the Tucker reconstruction can
be performed interactively with a relatively small cost compared
to the rendering, in the future we will investigate the feasibility
of per-frame online reconstruction. Being able to render while
decompressing on the fly would allow loading and storing the data
always in its compressed format, which is a more space-efficient
usage of the GPU memory. This would, in turn, relax the need for
frequent out-of-core data fetching and further alleviate the upload
overhead in the rendering pipeline.
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Fig. 13. Top row: 4 volumes. Middle row: guided filter result (w = 5 and δ = 5 for the Bonsai, w = 5 and δ = 10 for the Hazelnut, w = 9 and δ = 10
for the Flower, and w = 17 and δ = 30 for the Garlic). Bottom row: Difference of Gaussians (σ1 = 1,σ2 = 5; filter kernel size K = 17 except for the
Bonsai, which used K = 9). Note that we updated the transfer function for the DOG, since the filter significantly shifts the data range.
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