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Abstract

Docking is a fundamental requirement
for a mobile robot to be able to interact
with objects in its environment. In this pa-
per, we present three embodied approaches
to the docking problem for vision-guided
mobile robots. The approaches each have a
different flavour, and use: high-level vision;
log-polar optical flow; and, fixation and
joint angles. We also present a methodol-
ogy for developing embodied approaches to
mobile robot navigation problems, on the
basis of which all three methods were de-
veloped. This methodology makes use of
embodiment, both explicitly and implicitly,
in categorising visual data to facilitate ef-
ficient perception and action.

Introduction

For mobile robots, docking is a fundamental require-
ment to be able to perform precise interactions. In-
dustrial fork-lifts, mobile manufacturing assembly
robots, and rescue robots all need to move to an
object of interest and dock with it to carry out their
tasks. In this paper, we examine three separate em-
bodied methods developed by the author and col-
leagues to handle the docking problem for ground-
based robots. KFach system makes explicit use of
robot embodiment in order to facilitate rapid effi-
cient docking. For different reasons, each depends
on the use of an embodied approach. Although this
paper focuses on the docking problem, it examines
issues that are relevant to all research on perception
for mobile robots. We also present a methodology
for developing embodied mobile robotic systems.

All of these systems have been developed under
a methodology of embodied perception for mo-
bile robot guidance, which was first presented in
(Barnes and Liu, 1997), and is expanded in this pa-
per. It is well-known that the data from a single im-
age is inadequate to interpret a three-dimensional
scene. However, even if it is possible to recover
the scene structure using methods such as stereo

and structure from motion, authors such as Dupré
(Dupré, 1993) have pointed out that there is no
unique system of categorisation that allows labelling
of the elements of the scene.

Embodiment is the theory that abstract mean-
ing, reason and imagination have a bodily basis
(Johnson, 1987). Embodiment is formed by the na-
ture of human bodies, including perception and mo-
tor movement, and of our physical and social in-
teractions with the world. Authors such as Lakoff
(Lakoff, 1990) argue that human categorisation sys-
tems are embodied.

In a similar manner we suggest that robotic cate-
gorisation (both explicit and implicit) should be em-
bodied. We proposed that a mobile robot’s embod-
iment can be usefully seen in three aspects: a phys-
ical robotic body; task(s) being conducted; and, an
environment(s) in which the robot is performs the
task (Barnes and Liu, 1997). By considering these
aspects, creators of vision-guided robot systems can
form categorisation systems that facilitate robot ac-
tion based on data that would otherwise fundamen-
tally underdetermine the robot’s environment.

The Docking Problem

Docking can be defined as moving from the
current position to a desired position and
orientation, while following a safe trajectory
(Arkin and Murphy, 1990). The final position and
orientation of the robot must be adequate for the
tolerances required by the particular task. The
systems presented in this paper are restricted
to ground-based motion, view the environment
through cameras (Cartesian and log-polar), and
dock with stationary objects.

A Methodology For Embodied
Vision-guided Mobile Robot
Navigation

This methodology suggests a way to analyse and
construct embodied visual guidance systems for mo-
bile robots that are robust, efficient and task di-
rected, given a specific physical robot, task(s), and



environment(s). This is not intended to be a defini-
tive way of proceeding; certainly other methods are
possible. However, the methodology elucidates a
general approach and describes a possible process.
The first part of this methodology directs analysis
to the appropriate aspects of embodiment in con-
structing a useful categorisation for the system.

1. The task(s) defines what categories, and ac-
tions/motions are required.

2. In the environment(s) of robot operation,
some set of features must be adequate to dis-
criminate the categories.

3. The required actions/motions of the robot and
the features which the robot needs to discrimi-
nate categories place constraints on the phys-
ical embodiment of the robot.

4. Once the physical embodiment of the robot
is determined, it can be considered along with
the task(s) to define which views of the envi-
ronment and objects in it that the robot may
encounter and need to identify.

5. Finally, to find which features are adequate to
discriminate categories, consider their appear-
ance from the views encountered in the robot’s
environment(s).

Note that other interactions are possible, for exam-
ple if suitable discriminating features are not avail-
able, the classification system may be changed, or
the task may be modified based on what perceptual
information is available rather than what is desir-
able. Also, once the views have been found, changes
to the physical embodiment may be considered, such
as simplification of sensors if the required views sim-
plify object discrimination. With these points noted,
our suggested methodology is as follows:

1. Analyse the task(s) to identify the required
perceptual categories, and actions/motions.

2. Analyse the robot operating environment(s)
to identify possible sets of features that differ-
entiate the required categories.

3. Analyse required actions/motions, the physical
positions from which the robot will observe the
discriminating features, and the sensors that it
will require to detect these, to determine ap-
propriate physical robot embodiment.

4. Analyse the possible interactions the robot may
have, examining both physical embodiment
and task(s) to identify the views from which
the robot will need to be able to discriminate
the required perceptual categories.

5. Analyse the instances of the categories of stage
1, from the views found in stage 4, and find
a set of features, and representations for those
features, that are effective and efficient in re-
covering the required information in the envi-
ronment (s) where the task(s) is to occur.

6. Analyse interactions that emerge to look for
category changes that may be required, and
restart at stage 1 if new categories are found.

Consideration of issues across stages, and iteration
between stages is also necessary. For example, one
may wish to consider different possible feature sets in
light of the difficulty of constructing necessary hard-
ware, or even modify the task according to what can
be achieved rather than what is desirable. Also, the
task(s) and environment(s) may underconstrain the
embodiment, allowing introduction of constraints on
embodiment to simplify the interaction, and/or the
views and thereby the requirements for stage 5.

In the docking examples presented in this paper,
choices of physical embodiment are only considered
to a small degree as task definition is general. We
briefly consider the F180 league of Robocup, the
international robot soccer contest. In 2000, most
teams used differential drive robots (robots have
two drive wheels, and turn by setting the wheels
to different velocities). Thus, robots can move in
straight lines and arcs, but cannot move sideways
without firstly turning in place. Cornell University
used omni-directional robots (able to move in any
direction). This lead to superior maneuverability,
enabling them to easily receive wayward passes, and
move the ball in any direction. If receiving passes is
considered a required action, a highly maneuverable
robot is a required feature of physical embodiment.
Many teams in 2001 will use omni-directional robots,
(our department’s team included).

For a more perceptually oriented example, consider
an object sitting on the ground, that can only be
uniquely identified from above. The robot must be
able to get a sensor above the object to view it. If the
robot is ground-based, it either must be taller than
the object, or have an elevated sensor (effectively the
same thing). Alternatively, it can be a flying robot.
We now present three docking approaches that have
been constructed using this methodology.

A Model-based High-level Vision
Docking System

In (Barnes and Liu, 2000), an embodied approach
was used to redefine traditional viewer-centred rep-
resentations, yielding computational and recognition



()

Figure 1: Images taken as the robot navigates
around a power supply. The system recognises the
object, moves around it with knowledge of its rela-
tive position, and can dock with the required surface.

advantages. The robot system was able to identify,
navigate around, and dock with known objects (see
Figure 1). The embodied approach allowed object
models to be simplified and optimised for the task,
environment, and physical robot embodiment.

Stage 1: Three categories are important for this
task: the object of interest, obstacles, and free-
space. The robot is required to move around the
object on the ground plane, continuous fixation on
the object is important so that searching is not re-
quired. Stage 2: Edge features are adequate to
discriminate the required objects in the required en-
vironments. However, there is no guarantee they
will be unambiguous for a particular view. Stage
3: A ground-based robot is adequate for the mo-
tions required, a pan/tilt platform is necessary for
independent robot motion and fixation. Given that
the camera is not looking where the robot is going, a
second forward-looking camera is required for obsta-
cle avoidance. Stage 4: The robot is ground-based,
and has fixed camera height, thus, if the object sits

on the ground, all views of the object are within a
plane. Objects of similar size to the robot are un-
likely to be viewed from underneath or above. For
most surfaces only a coarse model is required, but
a more detailed model of the docking surface may
be necessary as the robot moves close. The level of
detail required can be quantified by camera images
taken from the required path. Further, finite cam-
era resolution, combined with the fact that the robot
body may overhang the camera lens will prevent the
robot from viewing the object from very close prox-
imity, and leads to a finite scale of features which can
be observed. Stage 5: For the power supply object
shown in Figure 1, edge models were adequate for
discrimination. Edge models for each view were con-
structed, and these can be indexed by the order they
appear to the robot as it travels around the object.
To recognise obstacles, a simple method of detecting
edges on the floor was used, with any strong edges
assumed to be an obstacle, similar to the method of
(Horswill, 1994). Free-space was any floor that was
not obstacle or object. Accurate odometric informa-
tion will allow fusion between recognised views, so
we use a differential drive robot with accurate odom-
etry. Stage 6: In a cluttered environment, a unique
match to a surface is difficult to guarantee (consider
the possibility of a mirror in the background). How-
ever, as the robot is moving around the object, the
system exploited several views of different surfaces,
fusing the matches together with odometric infor-
mation, which makes mismatches less likely.

To match the object, we take the previous match
position, and subsequent odometry information,
to estimate the view that is most likely to ap-
pear. Thus, the system generally only has to
match one view, eliminating the indexing problem
(Faugeras et al., 1991). The system extracts image
edges, discarding short edges, and finding possible
candidate matches for each model edge, based on
orientation (for ground-based motion, orientation is
constrained). This pre-sorting massively reduces the
number of candidates. Binary features (involving
two edges) are then used to find candidate model
matches. The features used are: relative position
and relative length. Finally, we evaluate the small
number of remaining candidate matches. We choose
the match that has the best combination of: per-
centage of each model edge that is actually cov-
ered by pixels of candidate image edge, and geomet-
ric verification. For geometric verification, we back
project the candidate match into the scene, obtain-
ing an estimate of relative object position and orien-
tation. This is compared to the position estimated
from odometry and the previous match. Any match



where the odometric estimates vary by more than
a threshold amount is penalised. This method re-
duces the number of mismatches, but also reduces
the effect of mismatches. If the previous match was
correct and the current match is incorrect, the ob-
ject position estimate cannot be far from the true
location. This gives graceful degradation.

Using Log-polar Optical Flow And
Fixation For Docking

In (Barnes and Sandini, 2000a,
Barnes and Sandini, 2000b), we presented a
system, that is able to control robot heading direc-
tion to dock at a fixated point. Fixation may be
independent of heading direction control, and joint
angle information is not required, only log-polar
optical flow is required. This system is different
to the previous as, other than some constraints,
the environment is not fixed, and so the robot
embodiment is only partially constrained.

Stage 1: The only categories necessary are whether
the current heading direction is left-of or right-of the
fixated target. This information is used directly to
control adjustments to heading direction in a cou-
pled perception/action loop. Stage 2: No partic-
ular environment is considered a priori. Indepen-
dent fixation was assumed, this aspect may require
of environmental constraints, but the environment
can be considered independently at implementation
time. Stage 3 The robot is required to move on
the ground-plane and maintain fixation on the ob-
ject. The robot’s method of locomotion is not con-
strained, but the robot must have a pan-tilt platform
to allow fixation independent of motion. Stage 4:
The ground-based robot motion (physical) and fix-
ation on the object (task) place constraints on the
optical flow field which simplify its interpretation.
Stage 5: Given these constraints, the log-polar sen-
sor separates the motion field such that the compo-
nent due to motion along the fixation direction only
appears in the radial flow. The rotational flow is
due entirely to motion perpendicular to the fixation
direction. Thus, rotational flow can be used directly
to infer the direction of the required adjustment to
heading direction. See (Barnes and Sandini, 2000b)
for a full derivation. This type of action categori-
sation is typical of active perceptual systems, (e.g.
(Santos-Victor and Sandini, 1997)).

However, there is a final ambiguity: for the same
heading direction, world points further from the
robot than the fixation point result in rotational
flow in the opposite direction than for points that
are closer. This can be resolved using environmental

Right-of
Closeto (turn left)
(stop) Not close to
(move forward)
Left-of
(turn left)

(b)

Figure 2: (a) Optical flow based docking was tested
in a simulator, in this example, its initial heading
was 45 degrees to the direction of the object. This
plot shows the robot moving on the ground plane,
and its direction converging to be heading approxi-
mately towards the object (at the origin). (b) Action
categories for the joint angle based docking system.

constraints, e.g., if the target is on the floor, then all
points below it in the image are closer to the robot
than the target. Thus, the robot can estimate head-
ing direction based on the sign of the rotational flow,
and control its direction for docking in a closed per-
ception/action loop without camera calibratation or
knowledge of joint angles.

Docking ased On Fixation And
oint Angles

In (Baker and Barnes, 2001), we developed a dock-
ing system for legged robots. This system fixated
on the object of interest, and controlled two vari-
ables: heading direction and approach speed. The
robot should move right up to the target and stop
when it arrives. Stage 1: There are four action
categories, turn left, or turn right to head towards
the target, move forward (has not yet reached the



target, or stop (at the target). Stage 2: The tar-
get object is on the ground plane, otherwise same as
above. Stage 3 Same as above. However, the robot
camera must be higher than the fixated object to
facilitate control from joint angles. Stage 4: Again
the task involves fixating on the target object. This
time, however, we make explicit use of the joint an-
gles. We also make use of the fact that the robot’s
head is elevated above the ground, and assume that
it is somewhat higher than the fixated target, which
is assumed to lie on the ground. Note that, by def-
inition, the fixated object lies on the optical axis
of the camera. Stage 5: If the robot turns to re-
duce the camera pan angle to zero it will be heading
directly towards the object. Also, the tilt angle is
proportional to the distance from the target (related
by tan ). For large distances this relation will not
be accurate, however, when the robot moves close to
the fixation object, the measure will allow discrimi-
nation of at-target and not-at-target categories.

onclusion An Embodied Approach
To Vision-guided Mobile Robots

We have presented a methodology for developing
embodied vision-guided systems for mobile robots.
This method has been used to develop three docking
systems. Although all of these applications pertain
to docking, this is a general methodology for devel-
oping embodied vision-guided mobile robot systems.
In each system, problems that are not solv-
able, or are computationally expensive, are han-
dled efficiently using an embodied approach. The
fixation-based methods simplify docking by re-
moving the need for explicit pose estimation,
and world coordinates.  Through embodiment,
we are able to couple perception and action
directly. It is well-known that interpreting
heading direction based only on optical flow
is complex (Longuet-Higgins and razdny, 1980,
Rieger and Lawton, 1985). However, when the opti-
cal flow arises from a robot that is purposefully fix-
ating the target object, moving on the ground-plane,
and knows some environmental information, it can
exploit these embodied factors to act successfully.
Finally, 3D object recognition from any view leads
to search problems (Faugeras et al., 1991) with large
numbers of views or computationally intensive 3D
models. By explicitly considering embodiment, far
more efficient models can be derived.
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